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Abstract

This chapter reviews multi-product dynamic pricing models for a revenue maximizing mo-
nopolist firm. The baseline model studied in this chapter is of a seller that owns a fixed capacity
of a resource that is consumed in the production or delivery of some type of product. The seller
selects a dynamic pricing strategy for the offered product so as to maximize its total expected
revenues over a finite time horizon. We then review how this model can be extended to set-
tings where the firm is selling multiple products that consume this firm’s capacity, and finally
highlight a connection between these dynamic pricing models and the closely related model
where prices are fixed, and the seller dynamically controls how to allocate capacity to requests
for the different products. Methodologically, this chapter reviews the dynamic programming
formulations of the above problems, as well as their associated deterministic (fluid) analogues.
It highlights some of the key insights and pricing heuristics that are known for these problems,
and briefly mentions possible extensions and areas of current interest.

Keywords: revenue management, dynamic pricing, fluid approximations, multi-product, ca-
pacity controls

1 Introduction

We consider a firm that owns a fixed capacity of a certain resource that is consumed in the process of
producing or offering multiple products or services, and which must be consumed over a finite time
horizon. The firm’s problem is to maximize its total expected revenues by dynamically selecting
the price of each of its products over time. Revenue management problems of that sort gained
interest in the late 1970’s in the context of the airline industry, and have since been successfully
introduced in a variety of other areas such as hotels, cruise lines, rental cars, retail etc. This chapter
will consider three variants of the above problem. In the first, the firm offers just one product and
is assumed to be a monopolist or to operate in a market with imperfect competition, and thus
to have power to influence the demand for each product by varying its price. In this setting,
the firm’s problem is to choose a dynamic pricing strategy for its product in order to optimize
expected revenues. In the second variant, the firm offers many products that consume capacity of
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the same scarce resource, and again has pricing power and seeks to optimize its expected revenues
by choosing a multi-dimensional dynamic pricing policy. Finally, in the third variant, prices are
assumed to be fixed either by the competition or through a higher-order optimization problem,
and the firm’s problem is now to choose a dynamic capacity allocation rule that controls when to
accept new requests for each of these products. In the sequel, the first two will be referred to as
“dynamic pricing” problems, while the third will be referred to as a “capacity control” problem.

This chapter illustrates how these three problems can be reduced to a common formulation, thus
connecting prior results that have appeared in the literature under a unified framework, and explores
some of the consequences of this formulation. Specifically, we show that the multi-product dynamic
pricing and the capacity control problems can be recast within this common framework, and be
treated as different instances of a single-product pricing problem for appropriately selected concave
revenue functions. Broadly speaking this is done by decoupling the revenue maximization problems
in two parts: first, at each point in time the firm selects an aggregate capacity consumption rate
from all products, and second, it computes the vector of demand rates to maximize instantaneous
revenues subject to the constraint that all products jointly consume capacity at the aforementioned
rate. The latter is akin to the basic microeconomics problem of resource allocation subject to a
budget constraint, and gives rise to an appropriate aggregate revenue rate function in each case.

Adopting this common formulation, we review some of the key structural results regarding the
monotonicity properties of the value function and the associated controls, which were derived in the
literature [9, 10, 16, 15, 26, 20]. We present the deterministic and continuous (fluid) approximations
of the dynamic pricing problems described above, review their solution, the pricing heuristics that
can be gleaned from them, and the performance bounds that they offer for the expected revenues
of the stochastic and discrete revenue maximization of original interest.

The remainder of this chapter is structured as follows. This section concludes with a brief
literature review. Section 2 formulates the single product dynamic pricing problem and reviews
some known structural results, and subsequently studies the deterministic and continuous (fluid)
analog of the dynamic pricing problem. Section 3 studies the multi-product variants described
above. Section 4 outlines how the same approach can be extended to a network setting. Section 5
offers some concluding remarks, including interesting extensions of the baseline models we study.
In terms of style of exposition, we focus on specifying the underlying models and providing sketches
and intuition for the type of analysis that one may carry through, and refer the reader to appropriate
references for details on lengthy derivations and proofs.

The papers by Elmghraby and Keskinocak [6], Bitran and Caldentey [1], and McGill and van
Ryzin [21], and the book by Talluri and van Ryzin [24] provide comprehensive overviews of the
areas of dynamic pricing and revenue management. The modelling framework adopted in this paper
closely matches that of Gallego and van Ryzin [9, 10]. Additional references on the capacity control
formulation are Brumelle and McGill [2] and Lautenbacher and Stidhman [15]. The reduction
of the multi-product and capacity control problems to single-product pricing problems and their
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subsequent solutions are from Maglaras and Meissner [20]. The asymptotic analysis that is briefly
reviewed in this chapter builds on the setup used in [9, 10] and Cooper [4], and the results reviewed
here are adopted from [20]. The idea of efficient controls and that of a notion of an efficient
frontier on how to choose the product level pricing and capacity control decisions to achieve a
desired capacity absorption rate is from [20]. Related ideas have appeared in slightly different
settings in Talluri and van Ryzin [23], in the context of a capacity control problem for a model with
customer choice among products, and in Feng and Xiao [7, 8], while studying pricing problems with
a predetermined set of price points; our presentation of this topic borrows from [20]. The pricing
and capacity control heuristics that we discuss have appeared in many references such as Gallego
and van Ryzin [9, 10], McGill and van Ryzin [21], Feng and Xiao [8], Lin et. al. [17], and [20].
The feedback form of the static pricing policy that is optimal for the deterministic and continuous
(fluid) analog of the stochastic and discrete dynamic pricing problem is from [20] and the property
of asymptotic optimality of the “resolving” pricing heuristic that is based on that feedback policy
is also from [20].

2 Single-product dynamic pricing problem

2.1 Model

Consider a firm endowed with C units of capacity of a product that is to be sold over a finite horizon
τ , and where capacity cannot be replenished up to that time. The salvage value of remaining
capacity at time τ is assumed to be zero. (A constant per-unit salvage value would also result to
formulations similar to those developed below.) The firm is either a monopolist or is assumed to
operate in a market with imperfect competition, and, in that, has power to influence the demand
for each product by varying its menu of prices. Let p(t) denote the price posted at time t. The
demand process is assumed to be a non-homogeneous Poisson process with rate vector λ determined
through a demand function λ(p(t)), where λ : P → L, P ⊆ R is the set of feasible price vectors,
and L = {x ≥ 0 : x = λ(p), p ∈ P} ⊆ R+ is the set of achievable demand rate vectors. We assume
that L is a convex set. For ease of exposition the demand function λ(·) is assumed to be stationary;
an extension to allow for non-stationarities could follow Gallego and van Ryzin [9, 10], and Zhao
and Zheng [26]. We consider regular demand functions that satisfy some additional conditions. In
the sequel, x′ denotes the transpose of any matrix x, for any real number y, y+ := max(0, y), e is
the vector of ones of appropriate dimension and “a.s.” stands for almost surely.

Definition 1 A demand function is said to be regular if it is a continuously differentiable, bounded
function, and: (a) λ(p) is strictly decreasing in p, (b) limp→∞ λ(p) = 0 , and (c) the revenue rate
pλ(p) is bounded for all p ∈ P and has a finite maximizer p̄.

We assume that there exists a continuous inverse demand function p(λ), p : L → P, that
maps an achievable demand rate λ to the corresponding price p(λ). This allows us to view the
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demand rate as the firm’s control, and infer the appropriate the price using the inverse demand
function. The expected revenue rate can be expressed as a function of the vector of demand rates
λ as R(λ) := λp(λ), and is assumed to be continuous, bounded and strictly concave.

Ex.1 Linear demand model: the demand for the product at price p is given by λ(p) = Λ−bp, where
Λ > 0 is the market potential for the product and b > 0 is the price sensitivity parameter.
The inverse demand and revenue functions are p(λ) = (Λ − λ)/b and R(λ) = λ(Λ − λ)/b,
respectively.

Ex.2 Logit demand model: λ(p) = Λe−bp/(1 + e−bp), p(λ) = (1/b)ln(Λ/λ − 1) and R(λ) =
(λ/b)ln(Λ/λ− 1), respectively.

The problem that we address is roughly described as follows: given an initial capacity C, a
selling horizon τ , and a demand function that maps a posted price to a corresponding instantaneous
demand rate, the firm’s goal is to choose a non-anticipating dynamic pricing strategy in order to
maximize its total expected revenues.

We adopt a discrete-time formulation, i.e., one where time has been discretized in small intervals
of length δt, indexed by t = 1, . . . , T , such that P(one product request in [0, δt]) = λδt + o(δt),
P(two product requests in [0, δt]) = λ2(δt)2+o((δt)2), and so on, where o(x) implies that o(x)/x →
0 as x → 0. In addition, T = τ/δt. With slight abuse of notation, we write λ in place of λδt,
and refer to λ either as the demand or the buying probability. The random demand in period t,
denoted by ξ(t; λ), is Bernoulli with probability λ(t) = λ(p(t)), and P(ξ(t) = 1) = λ(p(t)) and
P(ξ(t) = 0) = 1− λ(p(t)). Treating the demand rate λ as the control variables (prices are inferred
via the inverse demand relationship), the discrete-time formulation of the dynamic pricing problem
of Gallego and van Ryzin [9] is:

max
{λ(t), t=1,...,T}

{
E

[
T∑

t=1

p(λ(t))ξ(t;λ)

]
:

T∑

t=1

ξ(t;λ) ≤ C a.s. and λ(t) ∈ L ∀t
}

. (1)

2.2 Analysis of the dynamic program

Let x denote the number of remaining units of capacity at the beginning of period t, and V (x, t)
be the expected revenue-to-go starting at time t with x units of capacity left. Then, the Bellman
equation associated with (1) is:

V (x, t) = max
λ∈L

{λ [p(λ) + V (x− 1, t + 1)] + (1− λ) V (x, t + 1)} , (2)

with the boundary conditions

V (x, T + 1) = 0 ∀ x and V (0, t) = 0 ∀ t. (3)
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Letting ∆V (x, t) = V (x, t + 1)− V (x− 1, t + 1) denote the marginal value of one unit of capacity
as a function of the state (x, t), (2) can be rewritten as

V (x, t) = max
λ∈L

{R(λ)− λ∆V (x, t)}+ V (x, t + 1) (4)

The optimal control λ∗(x, t) is computed as follows

λ∗(x, t) = argmax
λ∈L

{R(λ)− λ∆V (x, t)},

where R(·) is a concave increasing revenue function. Using the properties of R(·) one can show
that λ∗(x, t) is decreasing in ∆V (x, t), which using a backwards induction argument in t gives that
∆V (x, t) is decreasing in x and t. These monotonicity results are the key structural properties that
one can extract from the dynamic program that are summarized below; a proof can be found in
[24, Prop. 5.2 Ch. 4].

Proposition 1 [24, Prop. 5.2 Ch. 4] For the problem defined in (1):

1. λ∗(x, t) is decreasing in the marginal value of capacity ∆V (x, t), and

2. ∆V (x, t) is decreasing in x and t.

The dynamic program in (2)-(3) admits a closed form solution for the special case of the
exponential demand model, and is fairly easy to solve numerically in other cases. The optimal
policy takes the form of a two-dimensional table that specifies a price for each (remaining inventory,
time) pair. The optimal price path continuously decreases price between sales, and jumps up at
every sales epoch.

2.3 The fluid model

The “fluid” model has deterministic and continuous dynamics, and in broad terms is obtained by
replacing the Poisson demand process with non-homogeneous rate λ(t), where demand requests
arrive stochastically over time and require discrete units of capacity, by a deterministic and con-
tinuous process where demand for the product arrive continuously at the deterministic rate λ(t).
The resulting inventory dynamics (in discrete time) are given by

X(t + 1) = X(t)− λ(t), x(0) = C, X(T ) ≥ 0.

This deterministic analog is a simplification of the discrete and stochastic model we started with in
the previous subsections. It can be rigorously justified as a limit under a law-large-numbers type
of scaling as the potential demand and the capacity grow proportionally large, and, as such, one
would expect to provide more useful analysis and policy recommendations in settings where the
firm has many units to sell and operates in a market with high demand. For example, one would
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expect that the discrete and stochastic nature of the pricing problem to be relevant when selling
4 newly constructed single family homes over the course of 24 weeks, but it may be less relevant
when selling 4000 pairs of skis over a similar time duration from, say, October to March.

The fluid model formulation of the dynamic pricing problem is one where the firm selects a
demand rate λ(t) (or a price) at each time t to:

max
{λ(t),t=1,...,T}

{
T∑

t=1

R(λ(t))dt :
T∑

t=1

λ(t)dt ≤ C and λ(t) ∈ L ∀t
}

. (5)

Optimal policy for fluid pricing problem. An important result derived in Gallego and van
Ryzin [9] is that a constant price (and thus a constant demand rate) is optimal for (5). Specifically,
let λ̂ = argmax{R(λ) : λ ∈ L} and p̂ = p(λ̂) be the demand rate and price that maximize the
revenue rate disregarding any capacity considerations, respectively. Also, let λ0 = C/T be the
run-out rate that depletes capacity at time T , and p0 = p(λ0).

Proposition 2 [24, §5.2.1.2] The optimal solution for (5) denoted by λ̄ and p̄ are given by

λ̄(x, t) = min(λ0, λ̂) and p̄ = max(p0, p̂) for t = 1, . . . , T. (6)

Intuitively, the firm uses the revenue maximizing price p̂ unless this would deplete the capacity too
soon, in which case it increases its unit price to p0 and sell its capacity by time T , while accruing
higher total revenues. The proof is simple and exploits the structure of (5) that seeks to maximize a
concave function over the capacity constraint; the first order optimality conditions set the marginal
revenue rates at each time t to be equal, which, in turn, is achieved via a static pricing policy.

The static nature of the optimal policy for the fluid control problem is simple and intuitive,
but also lacks the capability of corrective action against stochastic fluctuations. This does not arise
in the fluid formulation, where the capacity is drained along the optimal deterministic trajectory,
but it is relevant for the stochastic problems of original interest. Alternatively, λ̄ can also be
expressed in feedback form. Note that the deterministic trajectory of the fluid model is such that
x/(T − t) = C/T for all t if λ̂ ≥ C/T , and x/(T − t) = (C − λ̂t)/(T − t) ≥ C/T if λ̂ < C/T . Given
this observation λ̄ can be expressed as

λ̄(x, t) = min
(

λ̂,
x

T − t

)
. (7)

An upper bound on achievable performance. Apart from good policy recommendations
the fluid model offers a useful upper bound on the achievable expected revenue in the underlying
stochastic and discrete problem in (1). Specifically, Gallego and van Ryzin [9] showed the following:

Proposition 3 [24, §5.2.2.3] V (C, 1) ≤ (λ̄p̄)T .
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This result establishes a tractable limit for the best achievable performance that is useful in
establishing sub-optimality gaps for heuristics that one may wish to use, and to prove asymptotic
optimality results of candidate policies that achieve that bound in an appropriate asymptotic sense.
As an illustration, we conclude this section with a brief sketch of the setup and nature of such an
asymptotic optimality result.

Using k as an index, we consider a sequence of problems with demand model λk(·) = kλ(·) and
capacity Ck = kC, and let k increase to infinity; hereafter, a superscript k will denote quantities
that scale with k. Let N denote a unit rate Poisson process, and recall that the functional strong-
law-of-large numbers for the Poisson process asserts that as k →∞ and for all t ≥ 0,

N(kt)
k

→ t a.s. (8)

The remaining capacity at time t is denoted by Xk(t) and is given by

Xk(t) = Ck −N(Ak(t)), (9)

where N(Ak(t)) is the cumulative number of sales up to period t and Ak(t) =
∑t

s=1 λk(s)ds. Let Rk

denote the total cumulative revenue extracted under policy (6). The firm uses the constant price
vector p̄, which induces the demand rates λk(p̄) = kλ̄. Under this policy, Ak(t) = λ̄kt, and the
capacity dynamics are Xk(t) = (Ck − N(Ak(t)))+. (The subscript is used to identify the policy.)
As k →∞

N(Ak(t))
k

→ λ̄t a.s., ∀ t = 1, . . . , T, (10)

from which it follows that as k → ∞ and for all t ∈ [0, T ] Xk(t)/k → C − λ̄t a.s. uniformly
on compact sets as k → ∞. Let τk := inf{s ≥ 0 : N(λ̄ks) ≥ Ck} be the random time where
the capacity is depleted. Then, Rk := p̄N(kλ̄min(T, τk)) − δ, where δ is a random variable that
corrects revenues for the case where τk < T ; clearly δ < p̄. (We will not delve into an accurate
description of δ, since it is asymptotically negligible.) Using (10) and arguing by contradiction one
can easily conclude that (T − τk)+ → 0 a.s., as k →∞, and get the following:

Proposition 4 [20, Prop. 4] Suppose that demand and capacity are scaled according to λk(·) =
kλ(·) and Ck = kC, and consider the static pricing policy pk(x, t) = p̄ for all x, t and all k. Then,
as k →∞, Xk(t)/k → C − ρ̄t a.s., uniformly in t, and 1

kRk → p̄λ̄T a.s.

Given Proposition 3 we have that Rk ≤ kp̄λ̄T . Applying the bounded convergence theorem
gives that ERk/k → ∑n

i=1 p̄iλ̄iT , and establishes the asymptotic optimality of the static pricing
heuristic in (6). A similar proof can establish the asymptotic optimality of the feedback rule given
in (7), which when applied to the stochastic system of interest will yield a dynamic pricing policy;
see Maglaras and Meissner [20].
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3 Multiple products, single resource

This section studies the multi-product dynamic pricing and capacity control problems studied by
Gallego and van Ryzin [10] and Lee and Hersh [16], respectively, among others.

3.1 Problem formulations

Dynamic pricing problem. The basic elements of the problem as similar to those in §2 with the
key difference that the firm is now selling multiple products or services, indexed by i = 1, . . . , n

that consume the capacity C. Each product i request requires one unit of capacity. Let p(t) =
[p1(t), . . . , pn(t)] denote the vector of prices at time t. The demand process is assumed to be n-
dimensional non-homogeneous Poisson process with rate vector λ determined through a demand
function λ(p(t)), where λ : P → L, P ⊆ Rn is the set of feasible price vectors, and L = {x ≥ 0 : x =
λ(p), p ∈ P} ⊆ Rn

+ is the set of achievable demand rate vectors. We assume that L is a convex set.
As in §2, the demand function λ(·) is assumed to be stationary. The definition of regular demand
functions is as follows:

Definition 2 A demand function is said to be regular if it is a continuously differentiable, bounded
function, and: (a) for each product i, λi(p) is strictly decreasing in pi, (b) limpi→∞ λi(p) = 0 (i.e.,
consumers have bounded wealth), and (c) the revenue rate p′λ(p) =

∑n
i=1 piλi(p) is bounded for all

p ∈ P and has a finite maximizer p̄.

We assume that there exists a continuous inverse demand function p(λ), p : L → P, that maps
an achievable vector of demand rates λ into a corresponding vector of prices p(λ). This allows us
to view the demand rate vector as the firm’s control, and infer the appropriate prices using the
inverse demand function. The expected revenue rate can be expressed as a function of the vector of
demand rates λ as R(λ) := λ′p(λ), and is assumed to be continuous, bounded and strictly concave.

Ex.1 Linear demand model: the demand for product i is given by

λi(p) = Λi − biipi −
∑

j 6=i

bijpj or (in vector form) λ(p) = Λ−Bp,

where Λi is the market potential for product i and bii, bij are the price and cross-price sen-
sitivity parameters. The inverse demand and revenue functions are p(λ) = B−1(Λ − λ) and
R(λ) = λ′B−1(Λ − λ), respectively. Assumption 1 requires that bii > 0 for all i. To ensure
that the inverse demand function is well defined and the revenue function is concave we re-
quire that either bii >

∑
j 6=i |bji| or bii >

∑
j 6=i |bij | for all i; both conditions guarantee that

B is invertible and that its eigenvalues have positive real parts [13, Thm. 6.1.10].

Ex.2 Multinomial Logit (MNL) model: Potential customers arrive with rate Λ and have utilities
for each product i given by vi − pi + ξi, where vi is the deterministic portion that is common
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to all customers, pi is the price, and ξi is the random term (that differentiates customers)
that is drawn from a Gumbel distribution with mean zero and parameter one (the latter is
assumed w.l.o.g.), and is IID across products and customers. The no-purchase option has
utility u0 + ξ0, ξ0 is IID with the ξi’s and u0 = 0. The demand rates for product i is given by

λi(p) = Λ
evi−pi

1 +
∑

j evj−pj
.

Adopting again a discrete-time formulation, the random demand vector in each period t, de-
noted by ξ(t; λ), is Bernoulli with probabilities λ(t) = λ(p(t)), and P(ξi(t) = 1) = λi(p(t)) and
P(ξi(t) = 0) = 1 − λi(p(t)) for all i. Treating the demand rates λi as the control variables (prices
are inferred via the inverse demand relationship), the discrete-time formulation of the dynamic
pricing problem of Gallego and van Ryzin [10] is:

max
{λ(t), t=1,...,T}

{
E

[
T∑

t=1

p(λ(t))′ξ(t; λ)

]
:

T∑

t=1

e′ξ(t;λ) ≤ C a.s. and λ(t) ∈ L ∀t
}

. (11)

Capacity control problem. The next variant we consider is the one studied by Lee and
Hersh [16], where the price vector p and the demand rate vector λ = λ(p) are fixed, and the firm
optimizes over capacity allocation decisions. For this problem and without any loss of generality
we assume that products are labelled such that p1 ≥ p2 ≥ · · · ≥ pn. The firm has discretion as to
which product requests to accept at any given time. This is modelled through the control ui(t) that
is equal to the probability of accepting a product i request at time t. It is customary to assume
that the firm is “opening” or “closing” products, thus considering controls ui(·) that are 0 or 1, but
this need not be imposed as a restriction. The dynamic capacity control problem is the following:

max
{u(t),t=1,...,T}

{
E

[
T∑

t=1

p′ξ(t; uλ)

]
:

T∑

t=1

e′ξ(t;uλ) ≤ C a.s. 1 and ui(t) ∈ [0, 1] ∀t
}

, (12)

where uλ above denotes the vector with coordinates uiλi.

The remainder of this section describes how to reduce (11) and (12) into dynamic optimization
problems where the control is the (one-dimensional) aggregate capacity consumption rate. The
reduced problems can be studied through a unified analysis.

3.2 A common formulation in terms of the aggregate capacity consumption

Dynamic pricing problem. Let x denote the number of remaining units of capacity at the
beginning of period t, and V (x, t) be the expected revenue-to-go starting at time t with x units of
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capacity left. Then, the Bellman equation associated with (1) is:

V (x, t) = max
λ∈L

{
n∑

i=1

λi [pi(λ) + V (x− 1, t + 1)] + (1− e′λ) V (x, t + 1)

}
, (13)

with the boundary conditions

V (x, T + 1) = 0 ∀ x and V (0, t) = 0 ∀ t. (14)

Letting ∆V (x, t) = V (x, t + 1)− V (x− 1, t + 1) denote the marginal value of one unit of capacity
as a function of the state (x, t), (13) can be rewritten as

V (x, t) = max
λ∈L

{R(λ)−∑n
i=1λi∆V (x, t)}+ V (x, t + 1)

= max
ρ∈R

{Rr(ρ)− ρ∆V (x, t)}+ V (x, t + 1), (15)

where ρ :=
∑n

i=1 λi is the aggregate rate of capacity consumption, R := {ρ :
∑n

i=1 λi = ρ, λ ∈ L}
is the set of achievable capacity consumption rates, and

Rr(ρ) := max
λ

{R(λ) :
∑n

i=1λi = ρ, λ ∈ L} (16)

is the maximum achievable revenue rate subject to the constraint that all products jointly consume
capacity at a rate ρ. Note that (16) is concave maximization problem over a convex set, and
its solution is readily computable, often in closed form. The aggregate revenue function Rr(·) is
concave and satisfies the conditions of Assumption 1. The optimal vector of demand rates, denoted
by λr(ρ), is unique and continuous in ρ.

Ex.1 Linear demand model: For λ(p) = Λ − Bp, the associated aggregate revenue function R(ρ)
defined through (16) can be expressed as

Rr(ρ) = −αiρ
2 + βiρ + γi for ρ ∈ [ri−1, ri),

for 0 = r0 ≤ r1 ≤ r2 ≤ · · · ≤ rI , and constants (αi, βi, γi) and ri that depend on the model
parameters Λ, B, µ, and are such that Rr(ρ) is continuous, almost everywhere differentiable,
and increasing for all ρ ≤ ρ̂ := argmaxρ Rr(ρ). The value of ri−1 is that of the smallest
capacity consumption rate above which it is optimal to start offering the i most profitable
products. The derivation of the constants (α, β, γ, r) can be found in the Appendix of [19].

Ex.2 For the MNL model, straightforward manipulations show that

R(ρ) = ρ ln(
∑

j

evj )− ρ ln(ρ/(Λ− ρ)),

λi(ρ) = ρ evi∑
j evj and pi(ρ) = ln(

∑
je

vj )− ln(ρ/(Λ− ρ)).
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Proposition 5 The dynamic pricing problem (11) can be reduced to the dynamic program (15)
and (14) expressed in terms of the aggregate consumption rate. In particular, if ρ∗(x, t) denotes
the associated optimal control and λ∗(x, t) and p∗(x, t) denote the optimal demand rate and price
vectors associated with (11), then, λ∗(x, t) = λr(ρ∗(x, t)) and p∗(x, t) = p(λr(ρ∗(x, t))).

The capacity control problem. Similarly, the Bellman equation associated with (12) is

V (x, t) = max
ui∈[0,1]

{
n∑

i=1

λiui[pi + V (x− 1, t + 1)] + (1− u′λ) V (x, t + 1)

}
(17)

with the boundary condition (3), which using the marginal value of capacity ∆V becomes

V (x, t) = max
ui∈[0,1]

{∑n
i=1λiuipi − u′λ∆V (x, t)

}
+ V (x, t + 1) (18)

= max
0≤ρ≤∑n

i=1 λi

{Ra(ρ)− ρ∆V (x, t)}+ V (x, t + 1). (19)

where ρ = u′λ and Ra(ρ) = maxu {∑n
i=1 uiλipi : u′λ = ρ, ui ∈ [0, 1]} is the maximum revenue

rate when the capacity is consumed at rate equal to ρ, and ua(ρ) is the corresponding control.

Proposition 6 The capacity control problem (12) can be reduced to the dynamic program (19) and
(14) expressed in terms of the aggregate consumption rate ρ. In particular, if ρ∗(x, t) denotes the
optimal solution of (19) and (14) and u∗(x, t) denote the optimal policy for (12), then u∗(x, t) =
ua(ρ∗(x, t)).

A similar result was derived by Talluri and van Ryzin [23] for a capacity control problem for a
model with customer choice.

3.3 A unified analysis of the pricing and capacity control problems

The preceding analysis illustrates that both problems can be reduced to “appropriate” single-
product pricing problems, highlighting their common structure and enabling a unified treatment.
As a starting observation, for both (15) and (19) the optimal control ρ∗(x, t) is computed from

ρ∗(x, t) = argmax
ρ∈R

{R(ρ)− ρ∆V (x, t)},

where R(·) is a concave increasing revenue function. Using the properties of R(·) one gets that
ρ∗(x, t) is decreasing in ∆V (x, t), which using a backwards induction argument in t gives that
∆V (x, t) is decreasing in x and t. These standard results for single-product dynamic pricing
problems are summarized below; a proof can be found in [24, Prop. 5.2 Ch. 4].

Proposition 7 [24, Prop. 5.2 Ch. 4] For both problems defined in (1) and (12) we have that:

1. ρ∗(x, t) is decreasing in the marginal value of capacity ∆V (x, t), and
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2. ∆V (x, t) is decreasing in x and t.

Structural results for the pricing and capacity allocation policies follow from the properties
of Rr, λr and Ra, ua, respectively. For example, consider the pricing problem for the case where
the products are non-substitutes, i.e., the demand for product i is only a function of the price for
that product pi. In that case, the Lagrangian associated with (16) is L(λ, x, y) = R(λ) + x(ρ −∑n

i=1 λi)− y′λ, with first order conditions given by ∂R(λ)/∂λi = x + yi, for some x ≥ 0 and yi ≤ 0
with yi = 0 if λi > 0. It is easy to show that x is decreasing in ρ (i.e., the shadow price for the
capacity consumption constraint decreases as ρ increases), and that λr

i (ρ) is decreasing in x.

Corollary 1 Consider the problem specified in (2) and (3) and further assume that the products
are non-substitutes, i.e., λi(p) = λi(pi) for all i. Then, λ∗i (x, t) is non-decreasing in ρ∗(x, t) (and
non-increasing in ∆V (x, t)).

A similar result can be obtained when products are substitutable provided that the demand model
satisfies certain conditions analogous to those of the sensitivity matrix B of the linear model de-
scribed earlier in this section.

For the capacity control problem, it is easy to recover some well known structural properties of
the optimal policy, see, e.g., Lee and Hersh [16]. Our derivation based on the capacity consumption
rate offers new intuition as to why they hold. Specifically, Ra(·) is a knapsack solution for which

Ra(ρ) = min
i

ci + piρ and ua
k(ρ) = min

(
(ρ−∑

i<k λi)+

λk
, 1

)
, (20)

where c1 = 0 and ci =
∑

k<i λk(pk − pi), and for any x ∈ R, x+ := max(x, 0), and the optimal
control ρ∗(x, t) reduces to the solution to max{mini ci + (pi − ∆V (x, t))ρ : 0 ≤ ρ ≤ ∑n

i=1 λi}.
Let i∗(x, t) = max{i ≥ 1 : pi ≥ ∆V (x, t)}. Then, by inspecting the form of the piecewise linear
objective function involved in the calculation of ρ∗(x, t) we get that ρ∗(x, t) =

∑n
i≤i∗(x,t) λi. That

is, the solution is “bang-bang” in the sense that the form of the optimal control is such that u∗i (x, t)
is 0 if i > i∗(x, t) and 1 if i ≤ i∗(x, t). In addition, from Proposition 7 part 1 we see that i∗(x, t) is
decreasing in the marginal value of capacity ∆V (x, t). Therefore:

Corollary 2 For the capacity control problem (12) or equivalently, (19) and (3), the optimal allo-
cation policy is nested in that u∗i (x, t) = 1 if i ≤ i∗(x, t), and u∗i (x, t) = 0 otherwise, and i∗(x, t) is
decreasing in the marginal value of capacity ∆V (x, t).

Efficient frontier. The subproblem of computing the optimal revenue subject to a constraint
on the aggregate capacity consumption rate specified in (16) and (20) defines an efficient frontier
(ρ,Rr(ρ)) and (ρ,Ra(ρ)) for the dynamic pricing and capacity allocation problems, respectively. As
in the context of portfolio optimization, the efficient frontier provides a systematic framework for
comparing different policies and highlights the structure of the respective optimal controls. It may
also lead to computational improvements if this subproblem can be solved efficiently, preferably in
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closed form. This is possible in some common demand models such as the linear and the multinomial
logit. The preceding discussion is from [20]. The idea of an efficient frontier has also appeared and
discussed in more detail in Feng and Xiao [7, 8] and Talluri and van Ryzin [23]. Finally, we note
that the structure of the dynamic programs studied in this section has been observed in other
papers, such as Lin et. al. [17] and their study of single-resource capacity control problems where
each arrival may request multiple units of capacity, and Vulcano et. al. [25] and their analysis of
optimal dynamic auctions. The latter involves an analysis of a discrete-time, batch demand analog
to the dynamic program studied here.

3.4 Solution to the deterministic multi-product pricing problem

As before, the “fluid” model has deterministic and continuous dynamics, and is obtained by re-
placing the discrete stochastic demand process by its rate, which now evolves as a continuous
process. The realized instantaneous demand for product i at time t is deterministic and given
by λi(t). We allow product i requests to consume capacity at a rate of ai > 0 units per unit of
demand, and denote by a the vector [a1, . . . , an]. This is a generalization of the model considered
thus far that assumed uniform capacity requirements (all equal to 1). With a general capacity
requirement vector a the capacity consumption rate is defined by ρ = a′λ, and the definitions of
Rr and λr can be appropriately adjusted to reflect that change. The system dynamics are given by
X(t + 1) = X(t)−∑n

i=1 aiλi(t), X(0) = C, together with the boundary condition that X(T ) ≥ 0.
The firm selects a demand rate λi(t) (or a price) at each time t. The fluid formulation of the
multi-product pricing problem is the following:

max
{λ(t),t=1,...,T}

{
T∑

t=1

R(λ(t))dt :
T∑

t=1

a′λ(t)dt ≤ C and λ(t) ∈ L ∀t
}

. (21)

Gallego and van Ryzin [10, §4.5] partially extended their single product results to multiple
products, but without providing such a succinct solution as the one presented in the previous
section. An alternative approach that exploits the action space reduction described in §3.2 was
described in [20] and is reviewed below. Specifically, recalling the definitions of the aggregate
revenue function Rr(ρ) and optimal demand rate vector λr(ρ) in (16) adjusted for the fact that
ρ = a′λ, (21) can be rewritten as:

max
{ρ(t),t=1,...,T}

{
T∑

t=1

Rr(ρ(t))dt :
T∑

t=1

ρ(t)dt ≤ C, ρ(t) ∈ R ∀t
}

. (22)

Note that (22) is identical to a single-product problem with revenue function Rr, and thus is solvable
using the approach described above. Let ρ0 := C/T and ρ̂ = argmaxρ Rr(ρ). Then, the optimal
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solution to (22) is to consume capacity at a constant rate ρ̄ given by

ρ̄(t) := min(ρ̂, ρ0) ∀ t, (23)

the corresponding vector of demand rates is λr(ρ̄), while the price vector is p(λr(ρ̄)). A direct
verification that this solution satisfies the optimality conditions for (21) establishes the following:

Proposition 8 Let λ̄(·) and p̄(·) denote the optimal vectors of demand rates and prices for (21).
Then, λ̄, p̄ are constant over time and are given by λ̄(t) = λr(ρ̄) and p̄(t) = p(λr(ρ̄)).

3.5 Asymptotically optimal heuristics extracted from the deterministic model

Finally, we discuss three heuristics for the revenue management problems studied in this section.
For each of these policies one could show that they achieve the optimal asymptotic performance in
the spirit of the results of §2.3; details of these arguments can be found in [20].

a. The static pricing heuristic of Gallego and van Ryzin [10]. This policy implements
the static prices p̄ specified in Proposition 8. (This is the “make-to-order” heuristic in [10].)

b. A List Price Capacity Control (LPCC) heuristic. One way to implement (25) is by
introducing capacity control capability on top of the static prices given in (a). Specifically, our
second heuristic is defined as follows:

1. price according to p̄ and label products such that p̄1/a1 ≥ p̄2/a2 ≥ · · · ≥ p̄n/an, and

2. compute ρ̄(x, t) and use the capacity controls u1(x, t) = 1 if x > 0, u1(0, t) = 0, and

ui(x, t) =

{
1 if ρ̄(x, t)−∑

j<i aj λ̄j ≥ 0
0 otherwise

for i ≥ 2. (24)

Note that this policy can only reduce the aggregate capacity consumption rate from its nominal
value of

∑n
i=1 aiλ̄i, but can never increase it. A product is made available only if the fluid solution

starting from that state would choose to sell this product in all future time periods, and “closes”
the product if the fluid solution would dictate only partial acceptance of the associated demand.

This policy was described in [20]. It is a refinement of the static pricing policy in (a) and the
make-to-order heuristic of Gallego and van Ryzin [10]. Other examples of joint pricing and capacity
controls can be found in the recent papers by Vulcano et. al. [25], by Lin et. al. [17] and Feng and
Xiao [8].

c. A dynamic pricing heuristic. The solution of the fluid pricing problem of Section 3.4
can be described in feedback form as

ρ̄(x, t) = min
(

ρ̂,
x

T − t

)
, (25)
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where x is the remaining capacity at time t. The third heuristic we present translates the aggregate
control ρ̄(x, t) into product-level rates (and prices) through

λ(x, t) = λr(ρ̄(x, t)) and p(x, t) = p(λ(x, t)), (26)

where the mapping λr(·) was the maximizer in (16) and it is continuous in ρ. This corresponds
to the idea of “resolving” the fluid problem as we step through time, which was also discussed in
§2. This is widely applied in practice, where, however, the resolving occurs at discrete points in
time, e.g., daily or weekly depending on the application setting. These resolving policies seem to
have been first analyzed in [20]. Specifically, the results in [20] show that the idea of resolving
applied in the context of the dynamic pricing or the LPCC heuristics is fluid-scale asymptotically
optimal, as is the static policy (a); the single-product version of this feedback pricing policy has
also been studied by Reiman [22]. These result show that the suboptimal behavior demonstrated
by a resolving policy in the negative example studied in Cooper [4] does not persist in systems with
large capacity and large demand. Intuitively, our preceding discussion illustrates that “resolving” is
nothing but implementing the fluid policy in feedback form. Numerical experiments documented in
many papers (see, e.g., [20]) demonstrate that such feedback heuristics tend to outperform policies
that are “static.”

4 Dynamic pricing network revenue management problems

Suppose that the firm is operating a network of resources, indexed by j = 1, . . . , m, and that each
product i request consumes Aij units of resource j capacity. Let A := [Aij ] denote the associated
capacity consumption matrix, and assume that the initial capacity for each resource j is Cj . Then,
the fluid model formulation of the network dynamic pricing problem is:

max
{λ(t), t=1,...,T}

{
T∑

t=1

R(λ(t))dt :
T∑

t=1

Aλ(t)dt ≤ C and λ(t) ∈ L ∀t
}

. (27)

As before, this problem can be expressed in terms of ρ which is defined by ρ := Aλ. Specifically, let

Rr(ρ) := max
λ

{R(λ) : Aλ = ρ, λ ∈ L} , (28)

be the maximum achievable revenue rate when resource capacity is consumed at a rate ρ, and λr(ρ)
denote the corresponding vector of optimal demand rates. Then, (27) can be reduced to

max
{ρ(t), t=1,...,T}

{
T∑

t=1

Rr(ρ(t))dt :
T∑

t=1

ρ(t)dt ≤ C and ρ(t) ∈ R ∀t
}

. (29)

Let ρ̄ denote the solution to (29). Then, λr(ρ̄) is the vector of optimal demand rates for (27).
This reduction could prove computationally beneficial, since as is often the case the number of
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products (e.g., the number of fare-class and origin-destination pairs) tends to be greater than the
number of resources (e.g., number of flights in a hub-and-spoke network). We refer the reader
to Gallego and van Ryzin [10] and Kleywegt [14] for fluid formulations to multi-product network
revenue management problems.

5 Extensions

The are several extensions that we chose not to address in this chapter. Some may be the result of
practical considerations. For example, one may want to consider pricing policies where the feasible
price grid is discrete, say in $10 increments. Feng and Xiao [8] have studied this problem. Another
extension would incorporate costs incurred when the price is changed; this problem was studied in
Celik et.al. [3].

Two other important research directions of practical and theoretical interest are the following.
The first studies revenue maximization problems for which the seller does not have accurate infor-
mation about the underlying demand model. In such settings, the seller uses its pricing decisions to
simultaneously learn the demand and optimize revenues. The second studies the effect of strategic
consumer behavior on revenue maximization practices, such as their intentional waiting for sale
periods to make their retail purchases.
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