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Abstract

In this paper we propose a methodology for the design
of dynamic policies for scheduling multiclass queueing
networks. First, given the solution to a uid optimiza-
tion problem, a discrete-review policy is described for
translating the uid optimal control policy into an imple-
mentable policy for the stochastic network. Such a pol-
icy has been proved to be stable and achieve asymptoti-
cally optimal performance under uid scaling. Using this
translation mechanism one can proceed in formulating a
uid optimal control problem which incorporates diverse
design and performance speci�cations, as it is typical in
realistic applications. Finally, a simple approximation
algorithm for the value function of uid optimal control
problems for a general class of convex performance crite-
ria is described.

1 Introduction

This paper concerns dynamic scheduling policy design
for open multiclass queueing networks. The goal is to
exploit the connection between the original stochastic
networks and their associated uid models in order to de-
sign scheduling policies that would \induce desired over-
all system behavior". Apart from stability, this could
include multiple design and operational speci�cations for
the network that need to be satis�ed, as well as realistic
performance criteria. This problem is ubiquitous in any
engineering application that can be modeled as a multi-
class network, where a simple (most often linear holding
cost) performance criterion is unlikely to provide a satis-
factory representation of the control problem.

The focus on uid models and asymptotic uid behav-
ior is motivated by the recent developments related to
these models and their imminent connection to the un-
derlying stochastic networks. Primarily, uid models
have been used in order to study the stability of mul-
ticlass queueing networks; examples can be found in
[22],[9],[10],[11],[6],[23]. Simultaneously, the simple struc-
ture of these models has been exploited by several re-
searchers in the design of scheduling policies based on
insights derived from the solution of uid optimization
problems; examples can be found in [20],[1], [2],[7],[12].
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Furthermore, Meyn established in [18] a connection be-
tween the optimal \large state" behavior of the under-
lying queueing network and the optimal control law for
the associated uid optimization problem. Subsequently,
he addressed the problem of determining asymptotically
optimal policies under uid scaling using policy iteration
[19]. Apart from Meyn's positive �ndings, other simple
results exist, that highlight the connection between the
original optimal control problem and its uid approxima-
tion. For example, the c� rule (see [4]) and the gener-
alized c� rule (see [24]), where the optimal policies for
the stochastic network and its associated uid model are
identical. All these observations together with the vast
computational simpli�cation that uid models o�er, mo-
tivate their analysis as a means for the design of near-
optimal scheduling policies for the underlying networks.
A schematic summarizing the uid based approach in de-
signing scheduling policies is shown in Figure 1.
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Figure 1: Policy design via uid models

Most of the work described above has focused on the
top branch of this owchart. Although, many heuristics
have been proposed in order to translate the uid control
law in an implementable policy for speci�c networks, it
is not clear how they can be mechanically generalized to
the general case. Overall, translating the uid policy into
the stochastic network in a way that guarantees stability
and uid-scale asymptotic optimality has proved to be a
di�cult task.

In this paper, such a translation mechanism will be de-
scribed by de�ning a family of discrete-review policies,
where each policy in this family is derived from the solu-
tion of a desired uid optimization problem. Each policy
in this family will be stable and asymptotically optimal
under uid scaling. Given this mechanism we can now
exploit the simple structure of uid models in order to
formulate a uid optimization problem that incorporates
multiple design and operational speci�cations for the net-



work, as well as realistic performance criteria. Finally, we
propose an approximation algorithm for the solution of
the uid optimization problems that we have found that
it performs very well in practice. The rest of the paper
is structured as follows: Section 2 describes the multi-
class queueing network and its associated uid model,
the corresponding uid optimization problem and �nally
de�nes uid-scale asymptotic optimality. Section 3 de-
scribes the family of discrete-review policies and section
4 the formulation of the uid optimization problem. Sec-
tion 5 describes the approximation algorithm for the uid
optimization problem and section 6 contains some con-
cluding remarks.

2 The network model

Consider a queueing network of single server stations in-
dexed by i = 1; : : : ; S. (Throughout this paper the terms
station and server will be used interchangeably.) The net-
work is populated by job classes indexed by k = 1; : : : ; K
and in�nite capacity bu�ers are associated with each
class of jobs. Class k jobs are served by a unique station
s(k), and for concreteness service is assumed to be non-
preemptive. Upon completion of service at station s(k), a
class k job becomes a job of class m with probability Pkm
and exits the network with probability 1�

P
m Pkm, inde-

pendent of all previous history. Assume that the general
routing matrix P = [Pkm] is transient. Every job class k
can have its own exogenous arrival. For future reference,
let �k and �k = 1=mk denote the arrival and service rates
respectively for class k jobs, let � = (�1; : : : ; �K)

T , and
M = diagfm1; : : : ;mKg. Finally, de�ne the S �K con-
stituency matrix C, to be the incidence matrix, Cik = 1
if s(k) = i and 0 otherwise. We make use of the \stan-
dard" distributional assumptions on the arrival, service,
and routing processes that can be found in Dai [9, p.
49-50].

Let R = (I � P T )M�1. The load or tra�c-intensity
vector for a multiclass network, is de�ned by � = CR�1�.
We will assume that � < e. (The letter e signi�es the
vector of ones of appropriate dimension, and all vector
inequalities should be interpreted componentwise.)

Denote by Qk(t) the total number of class k jobs in
the system at time t, and by Q(t) the corresponding
K-vector of \queue lengths". A generic value of Q(t)
will be denoted by q, and the size of this vector is de-
�ned as jqj =

P
k qk. A scheduling policy takes the

form of a K-dimensional cumulative allocation process
T = fT (t); t � 0; T (0) = 0g, where Tk(t) denotes the
time allocated by server s(k) into serving class k jobs
up to time t. Finally, a Markovian state descriptor can
be constructed and an underlying Markov chain can be
identi�ed for the controlled network. Examples of such
constructions can be found in Dai [9].

Let Y be the state space of the underlying Markov chain
and consider the sequence of initial conditions fyng �
Y such that kynk ! 1 as n ! 1. For any process
ff(t); t � 0g the corresponding uid scaled quantity is
de�ned by �fn(t) = fy

n

(kynkt)=kynk. Under this type

of scaling the limiting processes are deterministic and
absolutely continuous, and for almost all times t � 0
they satisfy the equations:

_q(t) = ��Rv(t); q(0) = z (1)

q(t) � 0; v(t) � 0; Cv(t) � e for t � 0 (2)

together with some policy speci�c conditions. This set of
equations will be referred to as the undelayed uid model
associated with a multiclass network, denoted (FM). Any
feasible pair of input and state trajectories will be re-
ferred to as a uid solution and denoted by (q; v) 2 FM .
For a detailed description of uid limit models the reader
could refer to Dai [9].

The uid optimization problem associated with a speci-
�ed cost-rate function g(�), starting from the initial con-
dition z, is de�ned by

�Vg(z) = min
v(t)

�Z 1

0

g(q(t))dt : (q; v) 2 FM

�
: (3)

The optimal instantaneous allocation is a state feedback
law, that can be characterized by a direct application of
dynamic programming principles (see for example Bert-
sekas [3]) as follows

v(t)=argmin
v2V(q(t))

r �Vg(q(t))
T(��Rv)=argmax

v2V(q(t))

rg(q(t))
Tv;

(4)
where V(q(t)) = fv : v � 0; Cv � e; (Rv)k �
�k for all k such that qk(t) = 0g is the set of admis-
sible controls when the state is q(t), and rg(q(t)) =
RTr �Vg(q(t)). The vector function rg(�) is a dynamic
index rule, or reward function, that de�nes the optimal
policy for the uid model. Overloading notation, this
dynamic reward function will also be referred to as the
optimal policy of the uid model described by (1)-(2).

The cost-rate function g : RK
+ ! R+ is an instantaneous

function of the state and further satis�es the following
restrictions:

(D1) there exists a norm k � k� on RK
+ and a constant

b > 0 such that g(x) � bkxk�;

(D2) g(x) is continuous and convex for all x � 0.

Hereafter, functions that satisfy the above conditions will
be referred to as detectable. Note that since the queue
length process is absolutely continuous and under the
conditions imposed on the cost-rate function g(�), the
value function �Vg(�) will be di�erentiable almost every-
where. Furthermore, r �Vg(�) and rg(�) will be continuous
functions of their arguments.

The following de�nition is adapted from Meyn [19]:

De�nition 1 A policy �� is said to be asymptotically
optimal under uid scaling if for any sequence of initial
conditions fyng � Y such that kynk ! 1 as n ! 1
and for all admissible scheduling policies �

lim
T!1

lim
n!1

�
E��

yn

Z T

0

g( �Qn(t))dt�E�
yn

Z T

0

g( �Qn(t))dt

�
� 0:



Using the fact that for almost all sample paths �Qn(�)!
q(�) and by applying the continuous mapping theorem,
the above criterion reduces to minimality of the total
cost in the uid model. Fatou's Lemma establishes some
form of continuity for the total cost accrued under uid
scaling. That is, uid-scale asymptotic optimality of a
policy �� is equivalent to the condition

Z 1

0

g(q��(t))dt = �Vg(z);

for all initial conditions z � 0. The obvious implication of
uid type of scaling is that in the limiting control problem

1. the time required to clear the initial work load is a
non-negligible portion of the total horizon;

2. the optimal control law for the limiting problem de-
scribes how to clear this initial load.

Thus, the uid optimal control problem is one of transient
optimization, which essentially describes the optimal way
to recover from a large initial condition.

3 Discrete-review policies

The family of discrete-review policies presented here is
a special case of the class of policies described in [17].
Each such policy is motivated by an appropriate uid
optimization problem of the form of (3), and it is de�ned
by the associated dynamic reward function rg(�). Thus,
this family of policies is parametrized by the detectable
cost-rate functional g(�), that de�nes the performance in-
dex of interest.

A discrete-review policy requires as primitives a function
l(�) onR+, plus aK-dimensional vector � that satisfy the
following restrictions. First, l(�) is real valued, strictly
positive, concave, and further satis�es

l(x)

log(x)
> c0 and

l(x)

log(x)
!1 as x!1; (5)

and
l(x)

x
! 0 as x!1: (6)

The signi�cance of the growth condition (5) was illus-
trated in [17, section 6]. Second, � is a vector in RK

+

that satis�es

� > �: (7)

The de�nition of a discrete-review policy is completed
with the dynamic reward function rg(�), de�ned in (4).

Under any of the policies to be considered, system status
will be observed at a sequence of times 0 = t0 < t1 < t2 <
: : :; we call tr the rth review point and the time inter-
val between tr and tr�1 the rth planning period. Given
that the queue length vector q = Q(tr) is observed at tr,
server activities over the planning period are determined
by solving a linear program, the data for which involve
l(�), rg(�), and �. To be speci�c, having observed q the
controller sets ~q = q=jQ(0)j,

l = l(jqj); r = rg(~q); and � = l�; (8)

and then solve the following linear program: choose a
K-vector of time allocations or activity levels to

max rTx (9)

s.t. q + l��Rx � �; x � 0; Cx � le: (10)

First, an interpretation of this linear program will be
provided assuming that it is feasible; the case where (9)-
(10) is infeasible will be dealt with shortly. Intuitively,
the controller �rst computes the nominal length of the
planning period l(jqj), and a target safety stock �(q) to
be maintained upon its completion, as a function of the
observed queue length vector. Then the nominal time al-
locations for the ensuing planning period are computed
using the linear program (9)-(10). The constraints of this
linear program have the following interpretations: �rst,
the constraint q + l� � Rx � � implies that the target
ending inventory will be above a speci�ed threshold re-
quirement; second, the constraint Cx � le states that the
total time allocation for each of the servers cannot exceed
their capacity. It is implicit in this constraint formula-
tion that the planning problem involves a deterministic
uid approximation to system dynamics, where the word
\uid" simply means \continuous variables".

The objective of this linear program (9) is de�ned us-
ing the function rg(�). Hereafter, rg(�) will be referred
to as a dynamic reward function: it associates with each
(appropriately normalized) queue length vector ~q a cor-
responding K-vector rg(~q), where the k

th component rk
is treated as a reward rate for time devoted to processing
class k jobs. In the planning problem (9)-(10) one seeks
to determine a vector x of time allocations over the plan-
ning period that maximize total reward subject to the
constraints explained above. The transformation from q
to ~q simply normalizes the scale of the planning problem.

Given the vector of nominal time allocations x, a plan
expressed in units of jobs of each class k to be processed
over the ensuing period, and a nominal idleness plan ex-
pressed in units of time for each server i to remain idle
over the same period are formed as follows:

p(k) =

�
xk
mk

�
^ qk and ui = l � (Cx)i: (11)

To implement this plan, each server i is �rst idled for
ui units of time, and then the plan p is implemented in
open-loop fashion until its completion, which signals the
start of the (r+ 1)th review period. The construction of
the processing plan p using equation (11) ensures that it
will be implementable from jobs present at the beginning
of this review period.

When the planning linear program (9)-(10) is infeasible,
a relaxed logic is employed to steer the state above the
desired threshold levels. The �rst step of this infeasible
planning algorithm is summarized in the following linear
program: �nd a scalar l̂ and a K-vector x̂ to

min l̂ (12)

s.t. l̂��Rx̂ > � + e; x̂ � 0; l̂ � 0; Cx̂ � l̂e:(13)

Given the solution of the linear program (12)-(13) which
is always feasible, a processing plan p̂(k) = bx̂k=mkc is



formed. Then the controller \attempts" to execute this
plan N sequential times, where N = dle. The wording
used is indicative of the fact that this processing plan can-
not be implemented from jobs that are all present upon
the review point, and as a result a more careful execu-
tion methodology should be employed. As N gets large,
intuition suggests that the ending state after this execu-
tion cycle will be close to the state predicted using the
uid approximation, which is above the required thresh-
old requirements. The speci�cs of this construction, as
well as a detailed proof of the above claim, can be found
in [17]. Finally, the notation DR(rg; l; �) will be used
in order to specify a discrete-review policy derived from
the functions rg(�), l(�), and the vector �. The following
theorem was proved in [16]:

Theorem 1 A multiclass network operating under the
policy DR(rg; l; �) is stable and asymptotically optimal
under uid scaling. Moreover, the uid model associated
with the policy DR(rg; l; �) is the set of equations (1)-(2)
and (4).

4 Formulation of the uid problem

Traditionally, the cost-rate function in the uid optimiza-
tion problem of (3) will be linear. The choice of linear
holding cost performance criteria is not very realistic,
however common this formulation might be in the the-
ory of optimal network control. In real applications al-
though it is very di�cult to quantify \congestion costs",
it is unlikely that linear holding cost criteria provide a
satisfactory representation. A more realistic representa-
tion would be through the use of an increasing convex
cost-rate function (see [24]). Moreover, in realistic ap-
plications the formulation of an optimization problem is
most often inadequate since, a single performance cri-
terion rarely captures all aspects of the desired system
characteristics.

The uid optimization problem in (3) and the associated
discrete-review policy de�ned in section 3, provide con-
siderable exibility in the choice of the cost-rate function
g(�), while guarantying desired performance. This exi-
bility can be exploited in order to formulate appropriate
uid optimization problems that will "induce desired sys-
tem bahavior". The remaining of this section lists several
examples and extensions that could be considered.

1. Linear holding costs: g(q) = hT q, where h is a
strictly positive K-vector of holding cost-rates. The op-
timization problem is a separated continuous time linear
program.

2. Quadratic holding costs: g(q) = qTQq + hT q,
where Q = QT > 0; h � 0 (or alternatively, Q = QT �
0; h > 0) The quadratic term allows the controller to
penalize second order interactions between the various
job classes and it could prove to be a more realistic rep-
resentation of delay costs. The resulting optimization
problem is a continuous time convex quadratic program
over a polytopic constraint set.

3. 1-norm minimization: g(q) = kWqk1, where
W is a positive scaling matrix. This is still a contin-
uous time linear program with one additional variable

and some additional constraints. The use of higher or-
der norms to measure instantaneous cost should reduce
the variability between the queue lengths of the various
classes (or weighted combinations of them) and \atten"
out the average queue length vector of the network.

4. Multicriterion objective: Suppose that g1; : : : ; gN
is a collection of detectable cost-rate functions. The set
of achievable speci�cations�

p 2 RN
+ : 9 (q; v) 2 FM s.t.

Z 1

0

gi(q(t))dt � pi

�
(14)

is convex. Pareto optimal solutions can be found us-
ing a weighted sum of the gi's as a cost-rate function,
g(q) =

PN
i=1 wigi(q), where w > 0. Another alterna-

tive would be to de�ne the following cost-rate function
g(q) = max1�i�N gi(q). It is simple to see that in both
cases, g(�) is detectable.

The second extension is to include additional state con-
straints in the problem formulation. Consider now a
network with admission control capabilities, where we
wish to impose the polytopic state constraint q 2 S =
fq : Fq � hg. These conditions could be added in
the uid optimization problem in (3), by changing the
set of admissible controls V(q(t)) so that when the jth

constraint is tight, that is fTj q(t) = hj , the constraint
fTj _q(t) � 0 is included. In the planning linear program
of the corresponding discrete-review policy the constraint
q + �l�Rx 2 S 0, where S 0 = fq + � : Fq � hg, needs to
be included. This is depicted in Figure 2. Given the ad-

q1

q2

� S

S 0

Figure 2: Polytopic state constraints

mission control capability, the uid optimization problem
will be well-posed if an extra term that penalizes the sys-
tem for turning o� its arrival streams is included in the
objective. Let rS(�) be the optimal uid control policy .
The following proposition is easy to prove by extending
the arguments in [17, sec.5-6] and [16, sec.4].

Proposition 1 The policy DR(rS; l; �) is asymtpoti-
cally optimal under uid scaling.

As an application, consider a single-station network
approaching heavy-tra�c (that is, �i close to one at
every station i), where one wishes to minimize total



throughput-time. Using Reiman's \snapshot principle"
Van Mieghem illustrated in [24] that the total delay expe-
rienced by a job entering that network is bounded above
by a linear function of the state observed upon arrival of
that job. Denote by wT

k q the bound on total delay for
an arriving class k job, when upon its arrival the state
is q. An appropriate uid optimization problem would
use the cost-rate function g(q(t)) = kWq(t)k1. This is a
separated continuous time linear program.

In order to optimize robust performance for the network,
the uid optimization problem should be changed to

min
v(t)

fkWq(t)k1 : (q; v) 2 FM; q(0) = zg (15)

Alternatively, one could specify the maximum tolerated
delay speci�cations Dk for each class k. Using Reiman's
\snapshot principle", this speci�cation can be translated
to the polytopic constraintWq(t) � D, that should be in-
cluded in the uid optimization problem. Similarly, other
speci�cations can be incorporated in order to formulate
a realistic optimization problem.

5 An approximation algorithm for the uid
optimization problem

We now return to the optimal control problem described
in (3), where ideally, one wishes to determine the value
function �Vg(�) or equivalently, reward function rg(�) =
RTr �Vg(�). Due to the polytopic constraints on the con-
trol variables v(t) and the state q(t), a closed-loop solu-
tion of this problem is not possible and open-loop input
design techniques have to be used.

This problem has been addressed in the literature mainly
for the case of linear holding costs. In this case, given
any initial condition, the optimal uid allocation pro-
cess is computed as the solution of separated continuous
time linear program. E�cient algorithms that exploit the
bang-bang structure of the optimal control solution have
been developed for these problems (see [21],[27],[15]).
However, these methods do not capture the structure of
the optimal control law, which could be summarized ei-
ther by the reward function rg(�), or by the corresponding
switching surfaces (see [2]).

For the case of convex cost arte functions now, the bang-
bang structure of the optimal control is not preserved
and the methods mentioned above cannot be extended.
We propose a two step approximation algorithm in or-
der to compute the optimal policy for the uid model.
First, we solve a discrete time (�nite dimensional) convex
optimization problem for a variety of initial conditions.
Second, we exploit a structural property of the uid op-
timization problem, namely the convexity of the value
function, in order to de�ne a piecewise linear approxima-
tion for �Vg(�). This representation retains the structure
of the optimal policy in the uid model and clearly, it can
be re�ned to any desired level of accuracy by increasing
the number of open-loop design instances solved and by
decreasing the discretization step.

The simplest approach in solving the problem described
in (3) would be to discretize the dynamic uid model over

a su�ciently small discretization step � (see [5]). The
discrete dynamics are given by q(0) = z, q(r+1) = q(r)+
(��Rv(r))� and the state and control contraints are that
q(r) � 0; v(r) � 0; Cv(r) � e for r = 0; : : : ; dT=�e � 1.
Extending previous terminology, a pair of sequences (q; v)
that satisfy the above set of conditions will be denoted
by (q; v) 2 FM�. The associated discrete time optimal
control problem is:

�V �
g (z) = min

v

8<
:
dT=�e�1X
r=0

g(q(r))� : (q; v) 2 FM�

9=
; : (16)

For the optimal control problem at hand, one can show
that for any initial condition z, �V �

g (z)! �Vg(z), as � ! 0.
In practice, suitable choices for � depend on the arrival
rates � and feedback matrix R.

Due to the convexity of g(�), the above problem is a con-
vex optimization problem over a polytopic constraint set
and it can be rewritten in the form:

�V �
g (z) = min t

s.t. Av � b; G�(v) � t; v � 0

where N = dT=�e, G�(v) =
PN�1

r=0 g(q(r)), and A; b
describe the polytopic constraint on the control vectors
fv(0); : : : ; v(N � 1)g de�ned by:

A =

2
666666664

R�
...

. . .

R� � � � R�
C

. . .

C

3
777777775
; b =

2
666666664

z + ��
...

z + �N�
1
...
1

3
777777775

The dependence of the above convex program on the ini-
tial condition is through the function G�(v), which is
the sum of the g(q(r�)) terms, and through the vector b,
which can be expressed in the form b = Dz + ~b for the
obvious choice of D and ~b. The Lagrangian associated
with this problem is:

L(t; v; �; �) = t+ �T (Av � b) + �(G�(v)� t) (17)

By minimizing over t and v, we see that � = 1 and that
the required constraint for the dual problem to be �nite
is:

AT � � �rvG
�: (18)

From the expression for the Lagrangian we can also cal-
culate r �Vg(z). That is,

@L

@z
=

@L

@b

@b

@z
+

@L

@G�

@G�

@z
= ��TD +rzG

� (19)

This can be further simpli�ed to yield

r �V �
g (z) = �

 
��TD +

N�1X
k=0

rg(z + �k� � �R

k�1X
j=0

v̂j)

!

where v̂ is the optimal control. Note that additional
constraints on the state and control can be easily in-
cluded. In practice, polynomial time interior-point al-
gorithms will exist for these problems if roughly speak-
ing, there is an e�cient description of the constraint



G�(v) � t. A large collection of such problems can be
found in [25],[26],[13],[14].

The caveat of this method is that the number of variables
grows proportionally to the horizon T and inversely pro-
portional to the discretization step �. This dimension-
ality problem makes this computation expensive, and in
almost all but the simplest cases it should be carried out
in an o�-line fashion. The following structural property
of the value function �Vg(z) will be exploited in order to
construct an e�cient algorithm for the calculation of the
optimal policy for the uid model.

Proposition 2 �Vg(z) is convex in z.

Suppose that at a point z we know �Vg(z) = vzg and
r �Vg(z) = hzg. By the convexity of �Vg(�) it follows that:

vg(q) = vzg + hzg
T (q � z) � �Vg(q); 8 q � 0 (20)

That is, vg(q) is a global lower bound for �Vg(q). Suppose
now, that we sample the state space at points qi , for
i = 1; : : : ;m to get local estimates of �Vg(qi) = vig and
r �Vg(qi) = hig. Using the above observation we form a
piecewise linear approximation of �Vg(�) as follows:

vg(q) = max
1�i�m

vig + hig
T
(q � qi) � �Vg(q) (21)

Experimental results verify that this approximation of
�Vg(�) is very e�cient even for a small number of sample
points, which varies depending on the structural com-
plexity of the optimal control policy in the uid model.
Moreover, this method avoids addressing the question of
guessing a form for �Vg(�) and then �tting an appropri-
ate parametrized function over the samples calculated.
Clearly, such a piecewise linear approximation can also
be used in conjunction to any other optimization engine
used to compute �Vg(z) and r �Vg(z).

6 Concluding remarks

The methods proposed in this paper provide a frame-
work for dynamic policy design for stochastic processing
networks. The obvious next step would be to study the
performance of these discrete-review policies under a va-
riety of cost structures and performance speci�cations.
Although the piecewise linear approximation of the value
function allow us to use these techniques to large net-
works, time discretization is still very ine�cient. Hence,
problems that can be solved by the existing continuous
time linear programming codes (or by simple modi�ca-
tions of them) should be tackled �rst. For non-linear cost
criteria, signi�cant algorithmic improvement is required
in order to exploit the problem structure. Towards this
direction, one could to study and apply the methods used
in model predictive control, where similar constrained
open-loop design problems arise (see [8]).
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