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Abstract. This paper is concerned with dynamic control of stochastic processing networks. Specifically,
it follows the so-called “heavy traffic approach”, where a Brownian approximating model is formulated,
an associated Brownian optimal control problem is solved, the solution of which is then used to define
an implementable policy for the original system. A major challenge is the step of policy translation from
the Brownian to the discrete network. This paper addresses this problem by defining a general and easily
implementable family of continuous-review tracking policies. Each such policy has the following structure:
at each point in time t , the controller observes the current vector of queue lengths q and chooses (i) a target
position z(q) of where the system should be at some point in the near future, say at time t + l, and (ii) an
allocation vector v(q) that describes how to split the server’s processing capacity amongst job classes in
order to steer the state from q to z(q). Implementation of such policies involves the enforcement of small
safety stocks. In the context of the “heavy traffic” approach, the solution of the approximating Brownian
control problem is used in selecting the target state z(q). The proposed tracking policy is shown to be
asymptotically optimal in the heavy traffic limiting regime, where the Brownian model approximation be-
comes valid, for multiclass queueing networks that admit orthant Brownian optimal controls; this is a form
of pathwise, or greedy, optimality. Several extensions are discussed.

Keywords: continuous-review, tracking policies, multiclass networks, fluid models, Brownian models,
heavy-traffic, asymptotic optimality

1. Introduction

The manufacturing, service operations and communications industries offer many exam-
ples of technological systems in which units of work flow through a system of process-
ing resources and have a sequence of activities performed on them (or by them), and
in which the workflow is subject to stochastic variability. These three basic elements
characterize a stochastic processing network. As an example, consider a semiconductor
manufacturer that produces Application-Specific-Integrated-Circuits (ASIC) on a con-
tract basis. It is capable of producing many different types of products (limited only
by its production technology), and each product requires several hundreds of processing
steps performed at dozens of different machines.

∗ A preliminary version of this paper has been published in the Proc. of the 37th Allerton Conf. on
Communication, Control and Computing, University of Illinois, Urbana-Champaign, 1999.
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Dynamic flow management capability in such systems takes the form of admission
decisions at the edges of the network, routing of work through the network, and sequenc-
ing of activities at each resource. This paper is about optimal sequencing in such systems
with respect to an expected weighted inventory cost. Multiclass queueing networks are
natural mathematical models for such systems. While they provide a detailed description
of system dynamics, with the exception of restricted examples, they are not amenable
to exact analysis and optimization (see [39]). As a result, such problems are typically
addressed using heuristics that are validated via simulation.

In contrast, this paper articulates a general family of continuous-review, tracking
policies that are derived through a systematic approach, they are easy to describe, im-
plement and analyze, and achieve near-optimal performance. Specifically, the proposed
have a receding- or rolling-horizon structure that is outlined below. At any point in
time t , a tracking policy reviews the state of the system, which will be denoted by q
(mnemonic for the vector of queue lengths), and computes:

(i) a target state z(q), of where the system should be at some point in the near future at
time t + l, where l is an appropriately selected moderate planning horizon; and

(ii) a nominal control v(q) that specifies how to split server effort amongst job classes
(i.e., the different activities) in order to achieve the target z(q) in l time units.1

The basic structure of these policies is borrowed from the area of model predictive
control, where it has been applied very successfully in the control of nonlinear dynam-
ical systems; see [12]. Continuous-review policies have also been used in the areas of
forecasting or production, planning and control and in inventory management; see [41]
and [2], respectively. This structure is general enough to describe almost any sequenc-
ing policy of interest. Instead of trying to find the optimal such rule that is analytically
and numerically intractable, our focus will be on demonstrating how it can be used as a
translation mechanism for policies derived via an analysis of a hierarchy of approximate
models, and in particular fluid and diffusion approximations.

Fluid and diffusion (or Brownian) models provide tractable “relaxations” for the
original systems under investigation, and offer a powerful framework for analysis and
synthesis. The main focus of this paper will be on the so called “heavy traffic” approach
that deals with stochastic networks where at least some of their resources are operating
under nominal loads that are close to their respective capacities. For such systems, one
first approximates (or replaces) the stochastic network by its Brownian analog, then
solves an associated Brownian optimal control problem (BCP), and finally, defines an
implementable rule for the stochastic network by translating the associated Brownian
optimal control policy. This heavy traffic approach was proposed by Harrison [19], and
has been successfully applied in many examples [25,26,32,35]. A major obstacle in
this approach is that the Brownian control policy does not have a direct interpretation

1 For example, if a server is responsible for activities 1 and 2 and v(q) = [0.7, 0.3], then the server should
split its capacity and allocate 70% into processing activity 1 and the remaining 30% to activity 2. The
control v(q) stays constant between state transitions, where q, and potentially v(q), changes.
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in the original stochastic network. Proposed translations in the examples that appear
in the papers mentioned above have exploited specific problem structure and are hard
to generalize. Moreover, the heavy traffic asymptotic analysis under the implemented
policies had proved to be very complex even in simple examples [32,35]. A summary of
these issues dating in 1996 is given in [44].

Recent work has generalized the network models for which this approach is ap-
plicable (see [22,23,37]). A general translation mechanism based on discrete-review
policies has been advanced by Harrison [20]. Such policies review system status in dis-
crete time intervals and make scheduling decisions over each of these intervals using the
solution of the Brownian control problem. This structure was adopted by the author in
proposing a family of trajectory tracking policies [33,34] based on fluid model analysis.
The policies proposed in [34] are shown to be asymptotically optimal under fluid scaling
– a form of transient optimality. A related result was obtained in [3]. The last few papers
are related to a strand of work that uses fluid as opposed to Brownian system model
for network analysis [6,9,13] and policy synthesis [1,10,33,34,36–38]. Recent work by
Meyn [37,38] and Chen et al. [11] explores connections between fluid and Brownian
models in designing good policies for the underlying network models, and studies their
asymptotic performance. Finally, in terms of asymptotic analysis, Bramson [7] and
Williams [45,46] have advanced a powerful technique that reduces the diffusion scale
analysis into a verification of fluid scale properties; see also [8] for a discussion and
extension of this framework, and [28] for an application in proving the heavy traffic
asymptotic optimality of a static priority rule proposed in [26] for two station closed
networks.

The main focus of this paper is to describe a general translation mechanism in
the form of continuous-review policies and provide a rigorous asymptotic analysis of
their performance for a class of network control problems that admit a simple form of
Brownian optimal control policy. The main contributions are the following.

1. In terms of the solution methodology, we show that the continuous-review structure
sketched above, and described in detail in section 4, provides a general translation
mechanism from the optimal solution of the approximating Brownian model to an
implementable policy for the stochastic network of original interest. Broadly speak-
ing, the Brownian solution is used to define the target z(q) and fluid reasoning is used
to compute the appropriate control (sequencing decisions) v(q) to achieve this target.

2. In terms of theoretical analysis, we establish that as the system approaches the heavy
traffic regime, where the Brownian model approximation becomes valid, the “trans-
lated” continuous-review policy achieves asymptotically optimal performance. This
result is proved for the class of problems that admit “orthant” Brownian optimal con-
trols (defined in section 3); this roughly corresponds to problems for which the greedy
policy that myopically drains cost out of the system is optimal in the associated BCP
formulation. This restriction is not necessary for the translation step, but is needed to
push through the asymptotic analysis. Theorem 1 of this paper is one of the first such
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asymptotic optimality results that is not example-specific, but addresses a general
class of problems.

3. Both the structure of the policy and its analysis yield some interesting insights and
consequences. (i) We deduce that the continuous-review structure described here
can also be used to translate policies extracted via a fluid model analysis in a way
that achieves asymptotically optimal transient response. (ii) In addition, for the class
of problems that admit “orthant” Brownian optimal controls, the continuous-review
implementation of the associated optimal fluid control policy is shown to be asymp-
totically optimal in the heavy traffic regime. This implies that fluid and Brownian
analysis are equivalent for this class of problems, where the “greedy” policy is opti-
mal in the respective limiting control problems.

Points 2 and 3 are related to results that have been obtained by Meyn [38] in parallel
work to ours. Specifically, restricting attention to problems that admit pathwise optimal
controls, Meyn showed [38, theorems 4.3–4.5] that a family of appropriately defined
discrete-review policies is asymptotically optimal in the heavy traffic limit. His result
seems to hold for a more general class of underlying network models. However, in
both cases and while restricting attention to problems that admit pathwise Brownian
optimal controls, the essential issues that need to be addressed in the derivation of the
corresponding results are still the translation mechanism and the asymptotic analysis.
In terms of these two issues, the respective results are different. Ours uses continuous-
review policies analyzed using the framework developed by Bramson [7] and Williams
[45,46], while [38] employs discrete-review implementations and a different style of
analysis.

Teh [43] and Bell and Williams [4] have also proposed continuous-review – or
more accurately threshold – policies based on Brownian model analysis. Teh constructed
dynamic priority rules by shrinking the planning horizon of a discrete-review policy
[20,34] down to zero; this method is applicable to multiclass networks with pathwise
Brownian optimal controls, and their asymptotic analysis is example-specific. Bell and
Williams [4] proposed a threshold policy for multiclass systems with complete resource
pooling; the latter implies a one-dimensional associated Brownian model. Both [4,43]
have a different flavor from our work that instead aims to give a generic definition of
a continuous-review policy that is more widely applicable. From a practical viewpoint,
continuous-review policies may be appealing in applications where server splitting is
allowed and where it is more natural to think of the control in terms of fractional ca-
pacity allocations to different job classes. Also, these policies connect to other existing
literature in stochastic modelling where the same form of a control appears [2,12,41],
and as it has been numerically observed in [21] they are expected to lead to performance
improvements over the existing discrete-review implementations when implemented in
the original stochastic networks. While these performance gains are asymptotically neg-
ligible if one uses the correct form of a continuous- or discrete-review policy, they may
still be of interest to the practitioner. Finally, the structure of continuous-review policies
may be applicable as a control mechanism in complex, stochastic systems that arise in
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other areas of operations management and service operations, as in the optimization of
production-inventory systems and in revenue management. In common to the problems
studied here, detailed modelling in these areas often leads to intractable formulations
that researchers have addressed using approximate analysis. The tracking structure, the
choice of planning horizon l, and their asymptotic analysis and performance guarantees
provide useful insights that can be ported in these application domains.

The remainder of the paper is structured as follows. Section 2 describes the net-
work model, its fluid and Brownian analogues. Section 3 describes the class of “orthant”
Brownian controls. Section 4 defines a tracking policy based on the solution of the as-
sociated Brownian control problem, and section 5 states our main result regarding the
heavy-traffic asymptotic optimality of this policy. Section 6 gives a discussion of this
result and section 7 extends the translation mechanism to problems whose associated
Brownian models do not admit “orthant” Brownian optimal controls.

2. Network models

This section describes the detailed queueing network model and the control problem of
original interest, its fluid and Brownian approximations, and the associated Brownian
control problem.

2.1. Open multiclass queueing networks

Consider a queueing network of single server stations indexed by i ∈ I = {1, . . . , S}.
The network is populated by job classes indexed by k ∈ K = {1, . . . , K}, and infinite
capacity buffers are associated with each class of jobs. Class k jobs are served by a
unique station c(k) and their service times, {vk(n), n � 1}, are positive, IID random
variables drawn from some general distribution, with rate µk := 1/E[vk(1)] = 1/mk
and finite variance sk . Upon completion of service at station c(k), a class k job becomes
a job of classm with probability Pkm and exits the network with probability 1−∑m Pkm,
independent of all previous history. Assume that the general routing matrix P = [Pkm]
is transient (that is, I + P + P 2 + · · · is convergent). Let {φk(n)} denote the sequence
of K-dimensional IID Bernoulli random vectors such that φkj (n) = 1 if upon service
completion the nth class k job becomes a class j job and is zero otherwise, and let
�k(n) = ∑n

j=1 φ
k(j). We set �k(0) = 0 and � = [�1, . . . ,�K ]. Every job class k

can have its own renewal arrival process with interarrival times {uk(n), n � 1}, with
rate λk := 1/E[uk(1)] and finite variance ak. The set of classes that have a non-null
exogenous arrival process will be denoted by E . It is assumed that E �= ∅ and that the
processes (v, u) are mutually independent.

For future reference, λ = (λ1, . . . , λK)
T, where T denotes a transpose, and D =

diag{m1, . . . , mK}. C will be a S × K incidence matrix that maps classes into servers
defined as Cik = 1 if c(k) = i, and Cik = 0, otherwise. The vectors of effective arrival
rates and traffic intensities are given by

α = (
I − P T)−1

λ and ρ = CR−1λ < e,
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where R = (I −P T)D−1, ρi denotes the nominal load (or utilization level) for server i,
and e is the vector of ones of appropriate dimension. Hereafter, it will be assumed that
α > 0.

Denote by Qk(t) the total number of class k jobs in the system at time t , and by
Q(t) the corresponding K-vector of “queue lengths.” A generic value for Q(t) will
be denoted by q. We define |Q(t)| = ∑

k Qk(t). The controller has discretion with
respect to sequencing decisions. We will allow server splitting; that is, each server i can
instantaneously divide its capacity into fractional allocations devoted into processing
classes k ∈ Ci . Jobs within a class are served on First-In-First-Out (FIFO) basis and
preemptive-resume type of service is assumed. Specifically, under these assumptions,
a scheduling policy takes the form of the K-dimensional cumulative allocation process
{T (t), t � 0; T (0) = 0}, where Tk(t) is the cumulative time allocated into processing
class k jobs up to time t . The cumulative allocation process should be nondecreasing and
non-anticipating; the latter implies that current allocations depend only on information
available up to time t . The cumulative idleness process is defined by I (t) = et−CT (t),
I (0) = 0 and I (t) is nondecreasing.

The control problem is to choose a cumulative allocation process {T (t), t � 0} to
minimize

E

(∫ ∞

0
e−γ t cTQ(t) dt

)
, (1)

where γ > 0 is a positive discount factor and c > 0 is a vector of positive linear holding
costs.

2.2. The associated fluid and Brownian model

Let Ek(t) be the cumulative number of class k arrivals up to time t, Vk(n) be the total
service requirement for the first n class k jobs and define Sk(t) = max{n: Vk(n) � t}
be the number of class k service completions when the appropriate server has allocated
t time units in processing these jobs. The long run nominal allocation for class k jobs
is given by αkt/µk, or in vector form by αt = R−1λt . That is, in order to cope with
the external arrival processes the allocation control T (t) should be approximately equal
to α t . Let δ(t) = αt − T (t) be the deviation control that measures how far is the actual
allocation T (t) from that vector of nominal time allocations. Then, the queue length
dynamics are given by:

Q(t) = z + E(t)− S
(
T (t)

)+�
(
S
(
T (t)

)) = z+ χ(t)+ Rδ(t), (2)

where χ(t) = (E(t)− λt)− [S(T (t))−�(S(T (t)))− (I −P T)D−1T (t)] and where z
is the initial queue length vector. Note that when ρ = e, I (t) = Cδ(t).

The fluid and Brownian models are obtained by approximating the centered term
χ(t) by different quantities. Applying the functional Strong Law of Large Numbers
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(SLLN) for the processes (E, V,�) gives the associated fluid model.2 Let q, y and T
denote the fluid model variables that correspond toQ, δ and T of the stochastic network.
The fluid model equations are given by

q(t) = z + Ry(t), y(t) = αt − T (t), Ṫ (t) � 0, CṪ (t) � e. (3)

Letting ρ → e and using the functional central limit theorem (CLT) for (E, V,�),
we can approximate the centered term χ(t) by a Brownian motion, X(t), with drift vec-
tor ν and covariance matrix .. The problems that we will consider will admit Brownian
optimal controls that do not depend on the drift and variance parameters, and for that rea-
son we will not proceed here to characterize their values in terms of primitive problem
data. Denoting by Z, Y,U the variables associated with Q, δ, I , respectively, system
dynamics are approximated by

Z(t) = z +X(t)+ RY(t), Z(t) � 0, U(t) = CY(t), (4)

U is nondecreasing withU(0) � 0 and the control Y is adapted to the filtration generated
by X.

The BCP is posed in terms of the equivalent workload formulation. The total work-
load for server i, denoted by Wi(t), is defined as the expected total work for this server
embodied in all jobs present in the system at time t, W(·) = MQ(·), where M = CR−1

is the workload profile matrix.
The equivalent workload formulation of the BCP is to choose RCLL (right contin-

uous with left limits) processes Z and U to

minimize E

(∫ ∞

0
e−γ t cTZ(t) dt

)
, (5)

subject to W(t) = w0 + ξ(t)+ U(t), (6)

W(t) = MZ(t), Z(t) � 0, (7)

U nondecreasing with U(0) � 0, (8)

U and Z are adapted to ξ, (9)

where w0 = Mz and ξ(t) = MX(t) is a (Mν,M.MT)BM. The key insight that
emerges from this formulation is that there is a dimension reduction in the control prob-
lem, the so-called state space collapse, where the effective dimension drops from the
number of classes, to the number of servers, that apart from simplifying the analysis,
it directly offers powerful insights about the structure of good policies. The reader is
referred to [19] for an introduction to Brownian approximating models, and to [24] for a
discussion of equivalent workload formulations.

2 The precise probabilistic assumptions required for the functional SLLN and CLT to hold and the scalings
involved in deriving (3), (4) will be spelled out in section 5 where the main asymptotic optimality result
is stated.
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To summarize, we have described three models with different levels of detail speci-
ficity. The multiclass queueing model provides a “microscopic” system description, but
leads to intractable problems in terms of control and/or performance analysis The deter-
ministic fluid model that best captures the system transient response when the state is
large. And finally, the Brownian model that approximates the steady state – or macro-
scopic – system behavior in heavy traffic. In terms of control, we will use the Brownian
model to describe an asymptotically optimal policy, and the fluid model to translate the
Brownian specification to an implementable tracking rule.

3. The class of “orthant” Brownian optimal controls

BCPs, while vastly simpler than the original problems at hand, are still quite intricate.
Only a small subset of them admit closed form solutions. The numerical techniques due
to Kushner and Dupuis [31] are a major breakthrough, but are still applicable to small
problems. Promising recent results in this domain have been reported by Kumar and
Muthuraman [29]. Our focus is on network control problems whose associated BCPs,
specified in (5)–(9), admit simple solutions. This restriction is made for two reasons:
(a) while the Brownian solution is simple, the translation problem, which is our focus,
is still subtle, and (b) the asymptotic analysis that will validate our translation proposal
remains tractable. This is the natural first step in generalizing previous isolated examples
that have been considered in the literature [21,25,26]. We first analyze the example
of figure 1 to highlight the relevant features of such controls, and then give a general
definition for the class of problems we study in sections 4–6. This restriction will be
relaxed in section 7.

A motivating example
We will start by analyzing the example shown in figure 1. This is a variant of the network
studied in [30,40] with 2 servers, 6 job classes, and where the flow of work is depicted
by the corresponding arrows. The heavy traffic regime is approached when λk = 1 for
k = 1, 3, 5, 6. Imitating the analysis given in [25, section 3], we will show that the
workload formulation (5)–(9) admits a surprisingly simple solution that is also pathwise

Figure 1. A two station example: λk = 0.95 and µk = 6 for k = 1, 3, 5, 6, µ2 = µ4 = 1.5; c = e.
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optimal; i.e., it simultaneously minimizes
∑

k Zk(t) for all times t with probability one.
In this example, the workload W = MQ is given by

W1 = m1Q1 +m4(Q3 +Q4)+m5Q5 and

W2 = m2(Q1 +Q2)+m3Q3 +m6Q6.

The optimal policy can be decomposed in two parts:

(i) select the idleness process U to control W(t) through (6); and

(ii) at any point in time, pick the queue length vector Z(t) that holds the current work-
load W(t), i.e., W(t) = MZ(t), and minimizes

∑
k Zk(t) through

Z(t) := 7
(
W(t)

) = argmin

{∑
k

zk: Mz = W(t), z � 0

}
. (10)

That is, as W changes due to the random fluctuations in ξ and the control U , the con-
troller instantaneously swaps Z’s according to (10). From (4), instantaneous displace-
ment between two vectors z1, z2 that hold the same workload (i.e., M(z1 − z2) = 0) can
be achieved by applying the jump control dY = R−1(z1 − z2); this leaves the workload
process unaffected since dU = C dY = 0.

The optimal Brownian control, which will be denoted by a superscript ∗, is given
by

U ∗
i can increase only when W ∗

i (t) = 0 ⇒
∫ ∞

0
W ∗
i (t) dU ∗

i (t) = 0, for i ∈ I,
(11)

which implies that

U ∗
i (t) =

[
− inf

0�s�t
w0,i + ξi(s)

]+
, for i ∈ I, (12)

where [x]+ = max(0, x); and given W ∗(t), set Z∗(t) = 7(W ∗(t)), where 7 was de-
fined in (10). The state space of the workload process is denoted by S∗ = R2+. Condi-
tions (11), (12) imply that the controller uses the least amount of idleness to keep W ∗
in S∗, idling only on its boundaries. For future use, J ∗ will denote the optimal cost
J ∗ � E(

∫∞
0 e−γ t cTZ∗(t) dt).

We note in passing that the mapping from W ∗ to the set of minimizers of the LP
in (10) is continuous, and moreover, there exists a continuous selection function fromW ∗
to Z∗; see [5, theorem 2]. Hence, for our purposes 7 is a one-to-one continuous map-
ping.

The proof of optimality of (10), (11) is as follows. First, we argue that U ∗ is
feasible. Observe that any workload vector w � 0, is achievable through the queue
length configuration z = [0, 0, 0, 0, w1/m5, w2/m6]. This implies there exists a feasible
control U that satisfies (11). It is now well known that under the restriction that U is
a RCLL process that satisfies (8), this control is unique and it is given by the reflection
(or regulator) mapping in (12); see, for example, [18, section 2.2]. In addition, U ∗

i (t) is
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minimal for all t with probability one, over all admissible controls that satisfy (6)–(9).
Hence, W ∗

i (t) = w0i + ξi(t) − inf0�s�t ξi(s), is non-negative, and it will also be the
pointwise minimum over all W(t) that satisfy (6)–(9) for all t with probability one.

To show that (U ∗, Z∗) is indeed optimal we show that it is never cost-effective
to intentionally increase workload. By the minimality of W ∗ and Z∗, this implies that
(U ∗, Z∗) is indeed optimal. Denote by W the workload vector at some time t , and
consider the LP in (10):

min

{∑
k

zk: m1z1 +m4(z3 + z4)+m5z5 = W1,

m2(z1 + z2)+m3z3 +m6z6 = W2, z � 0

}
.

Denoting dual variables by π , the dual LP is given by

max
{
WTπ : m1π1 +m2π2 � 1, m2π2 � 1, m4π1 +m3π2 � 1,

m4π1 � 1, m5π1 � 1, m6π2 � 1
}
.

The dual variable πi is interpreted as the cost increase in cTz per unit increase in wi .
By inspection we see that the solution of this dual LP is non-negative whenever W � 0
provided that

max(m2,m6) > m3 and max(m4,m5) > m1.

Note that the parameters in figure 1 satisfy this condition. That is, min{∑k zk: Mz � w,
z � 0} = min{∑k zk: Mz = w, z � 0}. Together with the minimality of U ∗ and W ∗
it follows that (U ∗, Z∗) minimizes

∑
k Zk(t) over all policies for all t with probability

one.

The general class of orthant optimal controls
This paper restricts attention to problems whose associated BCPs admit solutions of the
form discussed above. These are the so called “orthant” optimal controls. In a nutshell,
this requires that the (least) idleness control Umin is feasible and that the cost function is
such that the system should never idle intentionally.

Definition 1. The BCP (5)–(9) has an “orthant” pathwise solution if U ∗(t) = Umin(t),
where

Umin
i (t) =

[
− inf

0�s�t
w0i + ξi(s)

]+
for i ∈ I, (13)

W ∗(t) = w0 + ξ(t)+ U ∗(t), and

Z∗(t) = 7(W ∗) � argmin
{
cTz: Mz = W ∗, z � 0

}
. (14)

In this case, (U ∗, Z∗) minimizes total cost up to any time horizon with probability one.
As a special case, (U ∗, Z∗) also optimizes the infinite horizon discounted criterion in (5).
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Proposition 1. The BCP (5)–(9) has an “orthant” pathwise solution if Umin(t) is feasi-
ble, and if for any workload vector w � 0, min{cTz: Mz � w, z � 0} = min{cTz: Mz
= w, z � 0

}
. These conditions are equivalent to the following algebraic requirements:

{w: w = Mz, z � 0} = RS
+ and ∃π � 0, such that MTπ = c. (15)

The first part of (15) ensures that Umin is feasible (see also [47]), and the second is
a restatement of (15) using Farkas lemma. Both conditions depend only on first moment
information through the workload matrixM and the cost rate vector c, and can readily be
checked using the original problem data. This is related to the definitions given in [38,
section 3]. This is, of course, a restricted set of problems that is even a subset of BCP’s
that admit pathwise optimal controls. To see this, consider a network control problem
for a system with two servers in tandem, where µ1 = µ2 = 1, λ = 1, and unit holding
costs (that is, cTz = z1 + z2). In this case, the non-idling policy is pathwise optimal; that
is, it minimizes Z(t) for all times t with probability one. However, it is not an orthant
optimal, since the workload region S∗ = {w: w2 = z1 + z2 � z1 = w1} is the upper 45◦
wedge and not the entire positive orthant, and thus Umin is not feasible.

4. Translation of “orthant” Brownian controls to tracking policies

We now restrict attention to multiclass queueing networks that satisfy the assumptions of
section 2.1, and whose associated BCPs satisfy the conditions of definition 1, and conse-
quently, admit orthant Brownian optimal solutions. Such controls require that: (i) server
idleness is only incurred when total server workload is zero; and (ii) given W ∗(t), the
system should instantaneously move to Z∗(t) which is the minimum cost configuration
for that workload position. Obviously, both of these statements are not meaningful in
the context of the stochastic network when taken literally. For example, total workload
for a server may be nonzero, while there are no jobs queued at the server for immediate
service. Traditionally, the next step would be a problem-by-problem (often non-obvious)
interpretation of the detailed solution of (14) that exploits problem structure and would
not generalize outside the realm of the specific example considered.

Instead, the proposed translation is general, and is easy to implement and ana-
lyze. The basic structure of a continuous-review policy is simple: at any given time,
the controller chooses a target z(q) using the solution of the Brownian control problem,
and then selects via a fluid model analysis an allocation vector v(q) to steer the system
in the appropriate direction. The control v(q) stays constant between state transitions,
whereat q changes and z(q), v(q) are recomputed. This is akin to state-dependent se-
quencing rules, with the difference that rather than potentially switching priorities after
state transitions, here we will be changing the fractional capacity allocations devoted
into processing the various job classes. As an example, one can consider a Web-server
processing requests from different classes of customers (e.g., repeat vs. new customers)
that are associated with different processing requirements and potential revenues, and
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where at any point in time the system manager decides how much processing capacity
to allocate to each customer class.

An important aspect of these policies that has not been exposed so far is the use
of small safety stocks that prevent the queues from getting completely depleted. This
is done in order to avoid the “boundary behavior” in the original system that is very
different from that of its fluid idealization. The use of small safety stocks has been
proposed in the past, first in the context of threshold policies in [4,27], and later on in
discrete-review policies in [20,34] and [14,38].

The remainder of this section first provides some background material on fluid
model minimum time control, which will be used to compute the allocation v(q) given
any desired target, and then gives a detailed description of the proposed policy.

4.1. Preliminaries: fluid model minimum time control

We take a small detour to review minimum time control in fluid models. This material
can be found in [14,34,38]. Specifically, we show that given an initial condition z and a
feasible target state z∞, the minimum time control is to move along a straight line from z

to its target; this provides a very simple way of mapping a target state to an instantaneous
control. Let t∗ be the time it takes to reach z∞ under some feasible control. That is,
q(t∗) = z∞ = z+Ry(t∗), which implies that y(t∗) = R−1(z∞− z). From (3) it follows
that y(t∗) � αt∗ which implies that

t∗ � max
k

(R−1(z∞ − z))k

αk
� t (1)

(
z, z∞

)
. (16)

The capacity constraint becomes that Cy(t∗) = M(z∞ − z) � (ρ − e)t∗. This implies
that

t∗ � max
i:ρi �=1

(M(z∞ − z))i

ρi − 1
� t (2)

(
z, z∞

)
, (17)

and that for every i such that ρi = 1, (M(z∞ − z))i � 0; that is, the target workload
for such servers can only increase. This follows from the fact that when ρi = 1, wi(t) =
(Mq(t))i = w0i + ui(t), which is nondecreasing. When ρ = e, this constraint reduces
to Mz∞ � Mz.

The value tmin(z, z∞) = max(t(1)(z, z∞), t(2)(z, z∞)) is a lower bound for t∗. It
is easy to verify that tmin is attained by moving along a straight line from z to z∞. The
corresponding trajectory and cumulative allocation process <min and T min, respectively,
are given by

<min
(
t; z, z∞) = z+ (

z∞ − z
) t ∧ tmin(z, z∞)
tmin(z, z∞)

, (18)

and

T min
(
t; z, z∞) = αt − R−1

(
z∞ − z

) t ∧ tmin(z, z∞)
tmin(z, z∞)

. (19)
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4.2. Definition of the tracking policy

Safety stock requirements. We will try to maintain a minimum amount of work equal
to θ at each buffer. Assuming that the interarrival and service time processes have expo-
nential moments (this is made explicit in section 5) it is sufficient that θ ∼ O(log E|Q|),
where E|Q| is the expected amount of work in the system. Hence, θ is small compared
to expected queue lengths in the system. With slight abuse of notation, we write 1 − ρ

for 1 − maxi ρi . Classical queueing theory results suggest that E|Q| ∼ 1/(1 − ρ) and θ
is set equal to

θ := cθ log

(
1

1 − ρ

)
, (20)

where cθ is a positive constant that depends on the probabilistic characteristics of the
arrival and service time processes (see section 5), and on the parameter values for λ
and µ.

Planning horizon. Tracking policies will select a target of where the system should
optimally be at some point in the future, and then make sequencing decisions to try to
get there. The choice of target serves two purposes: (a) enforce the safety stock require-
ment (i.e., avoid the boundaries); and (b) optimize steady state performance. There is a
tradeoff between short horizons that will tend to favor the former, over longer ones that
focus on the latter. The planning horizon is set equal to

l := cl
θ2

|λ| , (21)

for some constant cl > 0, and where |λ| = ∑
k∈E λk, serves as proxy for the “speed” of

the network.
Finally, the policy is defined as follows. For all t � 0, we observe Q(t), which

will be denoted by q, and set w = Mq. The constraint q � θ implies that w = Mq � η,
where η � Mθ . By enforcing safety stock requirements we effectively shift the re-
gion S∗ to

Sθ = {
w + η: w ∈ S∗}. (22)

Givenw, the Brownian control would instantaneously move from q to7(w). Our policy,
instead, chooses a control to keep w ∈ Sθ , z(q) � θ , and track the target 7(w). Let
qθ = [q − θ]+.

1. Idling control (reflection). Given w, choose a target workload position w† ∈ Sθ as
follows

w → w† = max
(
w − (e − ρ)l, η

) = η + wθ, (23)

where wθ = [w− (e−ρ)l−η]+. In heavy traffic, w† = max(w, η) = [w−η]+ +η.

2. Target setting. Translating the target workload w† into the minimum cost queue
length configuration is easy: the workload vector η is mapped to the vector θ of
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safety stocks, while wθ is mapped to 7(wθ) = argmin{∑k z̃k: Mz̃ = wθ, z̃ � 0}.
The target state is set to

z(q) = θ +<min
(
l; qθ ,7(wθ)) = θ + qθ + (

7
(
wθ
)− qθ

) l ∧ tmin(qθ ,7(wθ))

tmin(qθ ,7(wθ))
.︸ ︷︷ ︸

position at time t+l on min-time path qθ→7(wθ )

(24)

3. Tracking. Given the target z(q), choose a vector instantaneous fractional allocations
in order to steer the state from q to z(q) in minimum time as follows

v(q) = T min(l; q, z(q))
l

. (25)

Note that CT min(l; ·, ·) � le, and thus Cv(q) � e satisfies the capacity constraints.
The actual effort allocated to class k will be Ṫk(t) = vk(q) · 1{qk>0}, where 1{·} is
the indicator function. That is, unused capacity is not redistributed to other classes.
This gives the system the capability of intentionally idling a server when that seems
beneficial.

Summing up, a tracking policy is uniquely defined through equations (20)–(25),
and the system parameters λ and µ. The target is computed through (24), and the cor-
responding instantaneous control using (25). Note that the target and control z(q), v(q)
only change when the queue length vector changes. Hence, the control only needs to
be computed upon state transitions. Also, following the remark made after (10), there
exists a continuous selection function that maps w† to z∗. Using (19), we conclude that
the tracking policy that maps q into v(q) is a measurable and continuous function. It is
also a head-of-line policy; that is, only the first job of each class can receive service at
any given time.

We conclude with a few comments regarding the use of safety stocks, the planning
horizon and the choice of target workload, w† that encompasses the idling control of this
policy. First, note that the safety stock requirement is a “soft” constraint and the queue
length vector may indeed drop below θ . Equations (23)–(25) are still valid when q � θ ,
and at such times the system manager will adjust its sequencing decisions to bring the
state close to θ again. Second in terms of the planning horizon, other choices for l would
also work. The key is for l to be between the time it takes to accumulate the safety stock
(of order θ/|λ|) and the time required to move from one queue length position to another
that is longer, of order E|Q|/|λ|. Finally, note that the fluid model dynamics can be
rewritten in the form

w(t) = Mq(t) = w(0)+ u(t)+ (ρ − e)t. (26)

First, we focus on the case ρ = e. Staring from w, the controller chooses the target
workload position w† ∈ Sθ , then selects a target queue length z(q) to hold this workload,
and a control v(q) to get there. By construction, z(q) hold the same workload as w†, and
from (26), this implies no idling. Hence, I (t) will only increase if (i) w < η, in which
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case [ηi − wi]+ time units of idleness are “forced” into each server i (this corresponds
to vertical displacement along the U ∗

i direction of control that was described in (11))
or (ii) when the controller plans to allocate vk(q) > 0 into processing class k jobs,
but qk = 0. Case (ii) corresponds to “unplanned” idleness, where the policy would
have liked to work on a job class which, however, happened to be empty at this time.
The safety stock requirement will make (ii) negligible, and hence, the servers will only
idle when w is “reflected” back to w† on the boundary ∂Sθ . This is precisely what
the Brownian control policy prescribed, only shifted by η, and corresponds to idling a
resource when there is no work for that resource anywhere in the network. At such times
the policy knows that the resource must idle, and incorporates that into its allocation
decision. Finally, if ρ < e, keeping workload constant – as it is prescribed from the
Brownian policy – will result into idling of the servers at a rate of e − ρ. To correct for
this effect, we try to set w† through (23) that tries to reduce the workload by using this
excess capacity.

5. Heavy traffic asymptotic optimality of tracking policies

This section presents the main result of this paper, namely that the proposed continuous-
review policy is asymptotically optimal as the system approaches the heavy traffic
regime. This first involves the introduction of some new notation and the definition
of a sequence of systems that approach heavy traffic in an appropriate sense.

5.1. Heavy-traffic scaling and the Brownian approximating model

The network will approach the heavy traffic operating regime as

λ→ ∞, µ→ ∞ and ρ → e.

This type of heavy traffic scaling can arise from a “speed up” of the network operation,
which could be the outcome of a technological innovation, or simply a subdivision of
individual jobs in finer tasks (packets) that arrive and get processed faster.

We shall consider a sequence of systems that correspond to different values
of (λ, µ) that will be indexed by |λ|, which, as mentioned earlier, serves as proxy for the
“speed” or “size” of the network. To simplify notation we will denote |λ| by r, and at-
tach a superscript “r” to quantities that correspond to the rth system; i.e., the sequences
of random variables are now {url (i)} for all l ∈ E and {vrk(i)} for all k ∈ K, the arrival
and service rate vectors will be λr and µr , and the vector of variances will be denoted
by ar and sr . The heavy traffic limit is approached as

r := ∣∣λr ∣∣→ ∞,
λr

r
→ λ � 0,

µr

r
→ µ > 0 and

√
r
(
ρr−e)→ ν, (27)

where ν is a finite S-dimensional vector. For the example of figure 1, λk = 1 for
k = 1, 3, 5, 6 and µ is equal to the rates given in the figure caption; this makes the
traffic intensity equal to 1 at both stations. The speed of convergence of ρr → e is what
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typically appears in heavy traffic analysis and leads to the appropriate Brownian limit.
Similarly, Rr = (I−P T)(Dr)−1 andMr = C(Rr)−1 and their corresponding limits will
be (1/r)Rr → R := (I − P T)D−1 and rMr → M := CR−1.

For the functional strong law and central limit theorems to hold for the appropri-
ately scaled processes, we will impose the following conditions taken from [7,46]:

∀l ∈ E, r2arl → al <∞ and ∀k ∈ K, r2srk → sk <∞,

and

sup
l∈E

sup
r

E

[
r2urk(1)

2;urk(1) >
n

r

]
→ 0 and

sup
k∈K

sup
r

E

[
r2vrk(1)

2; vrk(1) >
n

r

]
→ 0 as n→ ∞;

the latter are Lindeberg type conditions.3 For the rth set of parameters, let V r
k (n) be

the total service requirement for the first n class k jobs for k ∈ K, V rk (t) = V r
k (�t�),

and Erl (t) be the number of class l arrivals in the interval [0, t] for l ∈ E . We require that
uniform large deviations upper bounds hold for the sample paths of the processes Erl (·)
and V r

k (·). Specifically, for any l ∈ E or k ∈ K, ε > 0 and t sufficiently large, there
exists r∗ > 0 such that for all r � r∗,

P
(

sup
0�s�t/r

∣∣Erl (s)− λrl s
∣∣ > t/rε

)
� e−f

k
a (ε)t/r,

(28)
P
(

sup
0�s�t/r

∣∣V r
k (s)−mrks

∣∣ > t/rε
)

� e−f
k
s (ε)t/r,

where f ka (ε), f
k
s (ε) > 0 are the large deviations exponents. Similar bounds are known

to hold for IID Bernouli routing random variables; the corresponding exponents are
denoted by f klr .4

We define the scaled processes by

Zr = Qr

√
r
, Ur = √

rI r , Y r = √
rδr and Wr = √

rMrQr = rMrZr,

(29)
consider initial conditions of the form Qr(0) = r1/2zr for some zr � 0, and study the
limits as r → ∞ of the network processes Zr, Ur, Y r . Our analysis will also assume

3 Both [7,46], allow the distributions of the first (residual) interarrival time and the residual processing
times for jobs present at time t = 0 to be different than those of ur and vr , respectively. For simplicity we
assume that residual service times of all class k jobs present at t = 0 are drawn from the sequence {vrk}
for k ∈ K, and that the first class l arrival occurs at time t = ur

l
(1) for l ∈ E . In this case, conditions [46,

(80), (81)] and [7, (3.5)] are automatically met.
4 For fixed r and i.i.d. sequences of random variables with exponential moments, Mogulskii’s theorem

[16, theorem 5.1.2] implies (28); see [15] for extensions to weakly dependent sequences. The uniform
bound guarantees that the families {ur

l
} and {vr

k
} have a guaranteed rate of convergence for large r . The

exponents in (28) are taken as primitive data that describe the burstiness of the interarrival and service
time processes, as is done in communication systems.
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the technical condition that limr→∞ |Zr(0) −7(Wr(0))| → 0 in probability. Note that
(29) only involves scaling in the spatial coordinate and not in time.5

5.2. Main result: heavy traffic asymptotic optimality

The heavy traffic regime is approached as the arrival rates and the processing capacities
grow according to (27). Recall that a policy π can be described by its allocation process
{T (t), t � 0}. Hence, πr = {T r(t), t � 0} will denote the policy when the aggregate
arrival rate is |λ| = r and the service rate vector is µr , and {πr} will refer collectively to
the corresponding sequence of policies – one for each set of parameters. The sequence of
tracking policies will be denoted by πr,∗. In the sequel, the expectation operator is taken
with respect to the probability distribution in the path space of queue lengths induced by
the policy π ; this will be denoted by Eπ .

Theorem 1. Consider multiclass networks that satisfy the assumptions in sections 2.1,
5.1, and the conditions of definition 1. Let {πr} denote any sequence of control policies.
Then,

lim inf
r→∞ Eπr

(∫ ∞

0
e−γ t

∑
k

ckZ
r
k(t) dt

)
� lim

r→∞ Eπr,∗
(∫ ∞

0
e−γ t

∑
k

ckZ
r,∗
k (t) dt

)
= J ∗.

(30)
That is, the tracking policy of (20)–(25) is asymptotically optimal in the heavy traffic
limit.

This is the main analytical result of the paper. It asserts that as the model para-
meters approach a limiting regime where the network operates in heavy traffic and the
model approximation invoked in section 2 becomes valid, the performance under the
proposed policy (that also changes as a function of the model parameters) approaches
that of the optimally controlled Brownian model that one started with. In this sense, this
asymptotic performance certificate validates the proposed policy as a translation mecha-
nism for the Brownian control policy to the original network. This is one of the first such
results that is proved for a general translation mechanism and applies to a wide range
of problems, rather than just a specific example. In parallel work to ours, Meyn [38,
theorems 4.3–4.5] established a related result for a family of discrete-review policies.
His result seems to hold for a more general class of network models, but also under the
assumption that the associated fluid and Brownian formulations admit pathwise optimal
solutions. The translation mechanism used in [38] and the asymptotic analysis technique
are different to ours. All proofs are relegated to the appendix.

5 This should be contrasted with the more traditional diffusion scaling where one considers system pa-
rameters that vary like λr → λ, µr → µ such that ρ → e, and uses the CLT type of scaling
Z̃r (t) = Qr(rt)/

√
r, . . . (*). The two setups are completely equivalent. For example, to recover the

latter starting from (27) and (29) we need to stretch out all “speeded up” interarrival and service time
random variables by r and then use (*).
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6. Discussion

We now give several remarks about the various features of the proposed family of
continuous-review policies and their relation to policies derived via a fluid model analy-
sis.

Scaling relations
From (29), we can deduce that

Qr = O
(√
r
)

and θr = O(log r).

From
√
r(ρ−e)→ ν, one gets that r is of order O(1/

√
1 − ρ), and as a result the above

relations can be rewritten in the form Qr = O(1/
√

1 − ρ) and θr = O(log(1/(1 − ρ)).
That is, for systems operating close to heavy traffic, safety stocks become negligible
compared to queue lengths.

In terms of the magnitude of the planning horizon, the time required to accumu-
late the safety stock is roughly of order log r/r, while the time required to move from
one queue length to another target position is of order

√
r/r = 1/

√
r . The choice for

the planning horizon lr = O(log2 r/r) lies between these two values. This illustrates
the tradeoff eluded to in section 4.2 between keeping the planning horizon short and
effectively focusing on satisfying the safety stock requirement, and making it long and
focusing on tracking the minimum cost state. The proposed choice is long such that the
effect of tracking the minimum cost state dominates, but sufficiently short such that the
safety stock requirement is met with high probability and undesirable “boundary behav-
ior” of the network is negligible. This “separation of time scales” between the planning
horizon and the time required to satisfy the safety stock requirement or track the tar-
get state differs from what is used in discrete-review policies [20,34] or more recently
in [38]. There the length of each discrete-review period is of order log r/r, and the idea
is that processing plans within each period are fulfilled from work that is present at the
beginning of each period. In contrast, continuous-review periods are less rigid about the
enforcement of the safety stocks and are likely to do better in terms of cost optimization.
Indeed, experimental evidence has shown that continuous-review implementations tend
to perform better than their discrete-review cousins; see [21, section 7]. Finally, this
rule-of-thumb should apply in other application domains where such continuous-review
policies are applicable.

Fluid scale behavior
The relations given above suggest that fluid scaled processes are defined by

qr(·) = Qr(·/√r)√
r

, ur(·) = √
rI r
( · /√r ),

(31)
yr(·) = √

rδr
(·/√r ) and wr(·) = rMrqr(·),

and that their respective limits should satisfy the fluid model equations together with
some extra conditions that depend on the policy. Proposition 3 shows that this is indeed
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the case, and, in fact, that the fluid model trajectory matches the minimum time trajectory
<min(·; z,7(w0)). This implies that in fluid scale the system attains its target 7(w0) in
minimum time. Since the diffusion scaling in (29) does not involve any stretching of time
as in (31), translation in finite time in fluid scale appears instantaneous in the diffusion
model – the essence of the state space collapse property.

Minimum cost vs. minimum time tracking
So far we have used the solution of the Brownian control problem to select the mini-
mum cost state 7(w), and the minimum time control to compute the target z(q) and to
translate it to an allocation vector. The latter does not involve any cost considerations.
From the viewpoint of heavy traffic asymptotic analysis, what is important is to track the
appropriate target in finite time in fluid scale, so that it appears instantaneous in diffu-
sion scaling. And, any fluid trajectory that reaches its target in finite time will do. In the
original system, however, one may still benefit by following a minimum cost trajectory
to compute the target z(q) and the associated allocation.

The latter is computed through a fluid optimization procedure (see [34]) described
below. For simplicity, we assume that the system is in heavy traffic; i.e., ρ = e, w† =
max(w, η) and wθ = [w − η]+. Starting from an initial condition z and given a feasible
target state z∞, the minimum cost trajectory is computed as the solution of

V (z, z∞) = min
T (·)

{∫ ∞

0

[
cTq(t)− cTz∞

]
dt : q(0) = z and

(
q, T

)
satisfies (3)

}
. (32)

V (z, z∞) is the minimum achievable cost, while <∗(·; z, z∞) and T ∗(·; z, z∞) will de-
note the minimum cost trajectory and the corresponding cumulative allocation process.
Basic facts of optimization theory imply that the solution exists, it is Lipschitz continu-
ous in (z, z∞), and its time derivative <̇∗(0; z, z∞) is continuous for almost all (z, z∞);
at points of discontinuity we assign <̇∗(0; z, z∗) = <̇∗(0+; z, z∗). (See [34, section 6]
for details and examples of optimal fluid control policies.)

A continuous-review policy based on minimum cost tracking is defined as follows:

(a) Solve the BCP (5)–(9). Given the queue length vector q, use the optimal Brownian
control policy to choose the target queue length configuration θ +7(wθ).

(b) Given7(wθ), choose the target state z(q) at time l and the allocation v(q) using the
minimum cost trajectory from qθ to 7(wθ) that is computed from (32).

Step (a) is about “long term” (or steady state) behavior, while step (b) is about
“short term” (or transient) response. The corresponding tracking policy is defined using
the solution of the minimum cost tracking problem of (32), <∗ and T ∗, in place of <min

and T min.

Theorem 2. Consider multiclass networks that satisfy the assumptions in sections 2.1,
5.1 and the conditions of definition 1. Let <∗ and T ∗ be the optimal trajectory and
associated control for (32). Then, the tracking policy defined by (20)–(25) and using <∗
and T ∗ in place of <min and T min is asymptotically optimal in the heavy traffic limit.
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This policy using the minimum cost fluid control to compute targets and alloca-
tions, coincides with the policy that one would have derived by fluid model analysis
alone. This is easy to verify by convincing oneself that for any initial condition the fluid
model will also eventually steer the state to the minimum cost position 7(w0); i.e., it
would track the same target along the minimum cost trajectory. Hence, theorem 2 shows
that fluid model analysis is equivalent to Brownian analysis for problems that admit
“orthant” optimal controls. A related result was derived in [38].

7. Extension: policy translation for problems that do not admit “orthant”
solutions

The last point we address is the policy translation problem in cases where the Brownian
control policy does not have the simple structure of an orthant control. To contrast with
definition 1:

(a) the region S∗ is no longer the positive orthant RS+, but it is some general convex
subset of RS+;

(b) the directions of control (or the “angles of reflection”) when the workload process
is on the boundary ∂S∗ can be any linear combination of the idleness controls (Ui
vectors); and

(c) one has to specify what the control action should be if the initial condition is out-
side S∗.

We start with a brief discussion of the so called criss-cross network shown in fig-
ure 2 that was first introduced by Harrison and Wein [25]. It is a multiclass network with
two servers and three job classes. Heavy traffic is approached as ρ → 1. We focus on
the objective

E

(∫ ∞

0
e−γ t

(
Q1(t)+Q2(t)+ 2Q3(t)

)
dt

)
. (33)

In this case, condition (15) is no longer satisfied. Following the classification in [35,
p. 2136], the Brownian optimal solution is not an orthant control as in section 3, but
it will have a switching surface like the one depicted in figure 2; this has been verified
numerically by Kumar and Muthuraman [29]. The optimal Brownian control policy is
the following: (a) keep W(t) ∈ S∗; (b) server 2 incurs idleness only when W2(t) = 0;
(c) server 1 incurs idleness only when W1(t) hits the left boundary of S∗; (d) if w0 /∈ S∗
(i.e., server 1 initial workload lies above the boundary of S∗), then server 1 incurs an
instantaneous impulsive control U1(0) > 0 such that W1(0) is shifted horizontally to
∂S∗; (e) in the interior of S∗, W behaves like the Brownian motion ξ ; and (f) Z =
7(W), where 7 is defined in (14) and cTz = z1 + z2 + 2z3. The intuitive explanation of
this policy was given in [29]. First, they note that the solution of the LP in (14) requires
that z∗1 = 0 whenever the workload position falls above the line w2 = 2w1. Next
consider the case w2 � w1. In this case, Z1 = 0 and Z3 � Z2. Given that it is more
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(a) (b)

Figure 2. (a) Criss-cross network with parameters λ1 = λ2 = ρ, µ1 = µ2 = 2, µ3 = 1. (b) Solution to
Brownian control problem with the objective shown in (33).

expensive to hold jobs in queue 3 rather than queue 2, server 1 is better off just working
on class 1 (keeping Z1 = 0) and utilizing only half of its capacity, until the backlog
in queue 3 has sufficiently decreased. This will involve some idling of server 1, thus
pushing the server 1 workload process horizontally towards the boundary of region S∗.
When Z3 falls below a certain level, server 1 will start serving both classes 1 and 2 and
will not incur any further idleness.

To translate such a policy, we need to adjust the “reflection” step, where the con-
troller chooses a target workload vector w† based on the current workload w, such that:
we keep w† in the region S∗; w† increases along the appropriate directions of control
when w is close to the boundaries of S∗; and, w† is selected appropriately whenw /∈ S∗.

In general, we will provide a translation mechanism for Brownian control poli-
cies that are specified in the form of a Skorokhod problem as discussed by Dupuis and
Ramanan [17, section 2.2]:

(a) W(t) = w0 + ξ(t)+ U(t).

(b) ∀t � 0, W(t) ∈ S∗ ⊆ RS+.

(c) |U |(t) =∑
i Ui(t) <∞.

(d) |U |(t) = |U |(0)+ ∫
(0,t ] 1{W(s)∈∂S∗} d|U |(s).

(e) For some measurable mapping ν: RS+ → ∂S∗, for all w0 /∈ S∗,

W(0) = ν(w0) and U(0) = W(0)− w0 = ν(w0)− w0 � 0,

and for all w0 ∈ S∗, ν(w0) = w0. Note that if S∗ = RS+, then ν(w) = w for all
w ∈ RS+.
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(f) Let r(x) be the directions of allowed control when W(t) = x ∈ ∂S∗ and d(x) =
{y ∈ r(x): ‖y‖ = 1}; if x /∈ ∂S∗, then r(x) = ∅ and d(x) = ∅. For some
measurable function ζ : [0,∞)→ RS+ such that ζ(t) ∈ d(W(t)),

U(t) = U(0)+
∫
(0,t ]

ζ(s) dU(s).

(g) Z = 7(W), where 7 was defined in (14).

Finally, for continuity we require that along any sequence of initial conditions
{wn0}, wn0 /∈ S∗, such that limn w

n
0 = w∗ ∈ ∂S∗, limn(ν(w

n
0) − wn0)/‖ν(wn0 ) − wn0‖ ∈

r(limn w
n
0) = r(w∗).

A Brownian control policy is specified through the mappings ν and ζ that give the
directions of control when the workload position is outside S∗, or on the boundary ∂S∗,
respectively. For the criss-cross example, S∗ is the convex region in the interior of the
control surface shown in “bold” print. Let δ(w2) = max{w1 � 0: [w1, w2] ∈ ∂S∗};
that is, the pairs (δ(w2), w2) define the boundary of S∗. Then, if w /∈ S∗, ν(w) =
[δ(w2), w2], which corresponds to instantaneous displacement in a horizontal direc-
tion by idling server 1. The control directions on ∂S∗ are: d(w) = {[1, 0]: w1 =
δ(w2), w2 > 0} (i.e., idle server 1), d(w) = {[0, 1]: w1 > 0, w2 = 0} (i.e., idle
server 2), and d(w) = {[1, 1]: w1 = w2 = 0} (i.e., idle both servers). Finally, d uniquely
defines r and ζ .

Tracking policy implementation. Once again, η = Mθ, q denotes a generic value of
the queue length vector, w = Mq, qθ = [q − θ]+, wθ = [w − (e − ρ)l − η]+, and
Sθ = {w + η: w ∈ S∗}. A Brownian control policy specified through points (a)–(g)
given above is translated as follows:

(i) Reflection: w† = η + ν(wθ).

(ii) Target: z∗ = θ +7(ν(wθ)) and z(q) is set according to (24).

(iii) Tracking: v(q) is set according to (25). (One can use either <∗, T ∗ or <min, T min

for (ii), (iii).)

While a heavy traffic asymptotic optimality result has been proved for the “bad”
parameter case of the criss-cross network in [32], the structure of their policy was prob-
lem specific and quite hard to implement. The development of a rigorous asymptotic
analysis for this family of continuous-review policies and the establishment of an as-
ymptotic optimality result for a more general class of network control problems (in the
spirit of the results of Bramson and Williams and the analysis of appendices A and B) is
an interesting and challenging open problem.

Finally, we refer the reader to [11] for some interesting results that contrast the per-
formance of the optimal Brownian control (when this takes the form shown in figure 2)
with the corresponding fluid optimal policy.
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Appendix A. Proofs

A few words on notation. Let Dd[0,∞) with d any positive integer be the set of func-
tions x : [0,∞) → Rd that are right continuous on [0,∞) with left limits on (0,∞),
and Cd[0,∞) denote the set of continuous functions x : [0,∞) → Rd . For example,
E, V are elements of DK [0,∞). For a sequence {xn} ∈ Dd[0,∞) and an element
x ∈ Cd[0,∞), we say that xn converges uniformly on compact intervals to x as n→ ∞,
denoted by xn → x u.o.c., if for each t � 0, sup0�s�t |xn(s) − x(s)| → 0 as n → ∞.
For two sequences xn, yn of right continuous functions with left limits, we will say that
xn(·) ≈ yn(·), if |xn(·) − yn(·)| → 0, uniformly on compact sets, as n → ∞. For a se-
quence of stochastic processes {Xr, r > 0} taking values on Dd[0,∞), we use Xr ⇒ X

to denote convergence of Xr to X in distribution.
We first provide a skeleton of the proof by reviewing the series of propositions

that will need to be established and then given detailed proofs. The first step is a large
deviations analysis under the proposed policy. The planning horizon for the rth set of
parameters is given by lr = cl(θ

r)2/r.

Proposition 2 (Large deviations). For some appropriate constant cθ > 0 and r suffi-
ciently large,

P
(

inf
κr lr�s�t

Qr,∗(s) � e
)

� t

r2
, (A.1)

where κr > 0 and κr lr → 0 as r → ∞.

Broadly speaking, starting from any initial condition (maybe empty), the system
will grow its target safety level position within κr lr time and then stay around that level
for ever after with very high probability. This implies that safety stock levels of order
O(log(|λ|)) are sufficient in the sense that as |λ| increases, the probability that any of
the queue lengths will get depleted becomes negligible. A consequence of this result
is that asymptotically the system incurs no idleness by not being able to implement the
control v(q) due to empty buffers.

Following Bramson’s analysis, the next step is to analyze the fluid model response
of our proposed policy. We first show that in fluid scale, the system is tracking the
minimum time trajectory <min from z to the target 7(w0), where w0 = Mz is the initial
workload position. A modification of Bramson’s arguments will then show that under
diffusion scaling the queue length process is moving instantaneously to its target 7(w).
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Proposition 3 (Fluid scale analysis). Consider any sequence of initial conditions
{r1/2zr}. For every converging subsequence {zrj }, where qrj (0) = zrj → z for some
z � 0, and almost all sample paths(

qrj ,∗(·), yrj ,∗(·), urj ,∗(·))→ (
q(·), y(·), u(·)) u.o.c.

Moreover, q(0) = z and q(·) = <min(·; z,7(w0)), where w0 = Mz.

Proposition 4 (State space collapse). Assume that |Zr(0) −7(Wr(0))| → 0 in proba-
bility as r → ∞. For all t � 0,

sup
0�s�t

∣∣Zr,∗(·)−7
(
Wr,∗(·))∣∣→ 0, in prob. as r → ∞. (A.2)

To establish the diffusion limit we need to show that the system incurs non-
negligible amounts of idleness only whenWr,∗ is close to the boundary of Sθr/

√
r . In the

heavy traffic regime, the difference between Sθr /
√
r and S∗ becomes negligible, and the

pair (Wr,∗, Ur,∗) will asymptotically satisfy (11). This determines the limiting workload
and idleness processes, and together with state space collapse, establishes the desired
result. We proceed as follows.

Recall that Wr = √
rMrQr = rMrZr . Using (2) and (29) we get that

Wr(t)=Wr(0)+ rMr

(
E(t)− λt√

r
− S(T (t))−�(S(T (t)))− (I − P T)D−1T (t)√

r

)
+CY r(t)

=Wr(0)+Er(t)+ Ur(t),

where Wr(0) = rMrz for some z � 0,

Er(t)= rMr

(
E(t)− λt√

r
− S(T (t))−�(S(T (t)))− (I − P T)D−1T (t)√

r

)
+√

r
(
ρr − e

)
t,

and the second equality follows from

CY r = √
rCRr

−1
λrt −√

rCT r(t) = √
r
[
et −CT r(t)]+√

r
[
CDr

(
I −P T

)−1
λr − e]t.

The expression for Er explains the assumption that
√
r(ρr − e)t → ν.

Proposition 5 (Diffusion limit). Assume thatWr,∗(0)⇒ w0, wherew0 is some properly
defined random variable. Then,(

Zr,∗,Wr,∗, Ur,∗, Er,∗
)⇒ (

Z∗,W ∗, U ∗, ξ
)
,

where (Z∗,W ∗, U ∗, ξ ) satisfies (6)–(12) and Z∗ = 7(W ∗), where 7(·) is defined
in (14).

The proof of the large deviations estimates of proposition 2 is given in appendix B.
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Proof of proposition 3. Refreshing some notation, we have that

qr (t) = Qr(r−1/2t)√
r

, wr(s) = Mqr(s)qr,θ (t) =
[
qr (t)− θr√

r

]+
and

wr,θ (t) =
[
wr(t)− (

e − ρr
)
lr
√
r − ηr√

r

]+
.

We will use the shorthand notation Qr for Qr(r−1/2t) and qr for qr(s). Expressions
with argument Qr are evaluated using the unscaled system dynamics with arrival and
service rates given by λr and µr , respectively, whereas expressions that use qr use the
fluid scaled dynamics with scaled arrival and service rate vectors given by λr/

√
r and

µr/
√
r . For example, using (18), (19) and (24) we get that

<min
(
lr;Qr,7

(
Wr
))= r1/2<min

(
lr
√
r; qr ,7(wr)), (A.3)

T min
(
lr;Qr,7

(
Wr
))= r−1/2T min

(
lr
√
r; qr ,7(wr)), (A.4)

z
(
qr
)= r−1/2z

(
Qr
)
. (A.5)

Fluid scaled cumulative allocation process is given by T
r,∗
(·) = r1/2T r,∗(r−1/2). This

is uniformly Lipschitz and thus also a relatively compact family. Hence, there exists a
converging subsequence {rj } with rj → ∞ such that T

rj ,∗ ⇒ T
∗
, where T

∗
is some

limit process. Using the FSLLN and the key renewal theorem as in [13, theorem 4.1]
we conclude that qrj ,∗ will also converge to some limit trajectory q∗. Without loss of
generality, we work directly with the converging subsequence, thus avoiding double
subscripts. Then,

T
r
(t) =

∫ t

0
dT r

(
r−1/2s

) (a)≈ ∫ t

0
v
(
Qr
(
r−1/2s

))
ds

=
∫ t

0

T min(lr;Qr(r−1/2s), z(Qr(r−1/2s)))

lr
ds

(b)=
∫ t

0

T min(lr
√
r; qr (s), z(qr(s)))
lr
√
r

ds

(c)≈
∫ t

0

T min(lr
√
r; qr,θ (s),7(wr,θ (s)))

lr
√
r

ds

(d)→
∫ t

0
Ṫ min

(
0; q(s),7(w(s))) ds

(e)=
∫ t

0
dT min

(
s; z,7(w)) = T min(t; z,w).

The remainder of the proof will justify steps (a)–(e). From proposition 2 it follows that∑
r

P
(

inf
κr θr /r�s�t

Qr(s) � e
)
<∞,
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which implies from the Borel–Cantelli lemma that for almost all sample pathsQr(s) > 0
for all times κrθr/r � s � t , as r → ∞. Hence,∣∣∣∣ ∫ t

0
dT r

(
r−1/2s

) − ∫ t

0
v
(
Qr
(
r−1/2s

))
ds

∣∣∣∣ ≈ κrθr

r
→ 0.

This proves step (a). Step (b) follows from (A.4). Step (c) is established as follows. Note
that

|qr (·)− qr,θ (·)|
lr
√
r

� θr

lrr
= 1

clθ r
→ 0, as r → ∞.

Similarly, one gets that

|z(qr(s))−<min(lr
√
r; qr,θ (s),7(wr,θ (s))|

lr
√
r

→ 0, as r → ∞.

Hence,

|T min(lr
√
r; qr (s), z(qr (s)))− T min(lr

√
r; qr,θ (s),7(wr,θ (s)))|

lr
√
r

→ 0, as r → ∞.

Existence of the limit in (d) follows from [13, theorem 4.1]. From (20), we have that
lr
√
r → 0 as r → ∞. It follows that qr,θ (·) → q(·) and wr,θ(·) → w(·) = Mq(·).

From (18) and (19) we see that for any fixed r, T min(· ; z, z∞) is continuous in z and
z∞. Passing to the limit and using the continuous mapping theorem we get (d). Finally,
(e) follows from the “straight line” nature of the minimum time trajectory and condi-
tions (18) and (19). Steps (a)–(e) are all true almost surely. By the Lipschitz continuity
of the allocation processes it follows that all of the above conditions are true for any s
such that 0 � s � t , which implies that the convergence is uniform on compact sets for
all t � 0. This completes the proof. �

Sketch of proof of proposition 4. This is a variation of Bramson’s state space collapse
result [7, theorem 4]. Rather than reproducing a lengthy analysis, we will first point out
the differences between his setup and ours, and then provide necessary arguments that
would extend his work [7, sections 4–8] to our case; it is useful to have a copy of [7]
handy while going through this proof.

We start by making the following general remarks: (i) all probabilistic assump-
tions imposed in [7, sections 2, 3] are also in place here; (ii) following the footnote of
section 5.1, the scalings used here and those used in [7] are equivalent; (iii) the head-
of-line property used in [7] also holds here; (iv) the definition of workload used in [7]
is somewhat different from the one used here, but our version only simplifies matters by
making W just a linear combination of the queue length vector, W = MQ; (v) the main
differences that we will need to account for are: (a) our policy may idle a server when
idleness could be prevented, whereas Bramson restricts attention to non-idling rules and
(b) the function 7 that maps workload to queue lengths is not linear as in Bramson, but it
is well defined and continuous. The non-idling restriction that appears to be the biggest
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difference between the two setups is not crucial. Indeed, Bramson’s restriction to non-
idling policies was a logical starting step but it is not essential in proving the desired
result.

First, note that the results of [7, section 4] are still valid since all probabilistic
assumptions of [7] are also in place here. The results of [7, section 5] on WLLN for
the arrival, service and routing processes and for the almost Lipschitz continuity of fluid
scaled network processes also go through unchanged. These results only assume that the
policy is HL and non-idling. Careful inspection of the proof, however, reveals that the
latter is not used. It remains to establish the equivalents of the results presented in [7,
section 6] for tracking policies. The reader is referred to [7, section 7] for an overview
of these results.

Proposition 6.1 of [7] says that fluid scaled network processes are close to Lipschitz
cluster points for large enough r. This is a consequence of [7, proposition 4.1] that does
not require any specific policy assumptions, and goes through unchanged in our setup.
Proposition 6.2 of [7] concludes that the cluster points specified above are solutions of
the fluid model equations given in our proposition 3. Bramson’s proof goes through by
replacing his fluid model equations by the ones derived in proposition 3 that are satisfied
by the fluid limits under our tracking policy.

Proposition 6.3 in [7] is policy specific. It establishes the property of “uniform
convergence” for the associated fluid model; see the discussion in [8, section 5]. Uniform
convergence requires that starting from an arbitrary initial condition q(0)=zwith |z|�1,
and setting the target state to q(∞) = 7(w0) where w0 = Mz is the initial workload
position, there exists a fixed functionH(t) such that |q(t)−q(∞)|�H(t), andH(t)→0
as t → ∞. In the proof of [7, theorem 4] this is replaced by [7, assumption 3.1]. Here,
we prove directly the equivalent to [7, proposition 6.3], by constructing the appropriate
function H(t) that will establish uniform convergence. This step is easy. By observing
the fluid model equations derived in proposition 3, we get that starting from any |z| � 1,
the fluid model is guaranteed to have reached its target q(∞) by time t∗, where

t∗ = max
{
tmin(z,7(w0)

)
: |z| � 1, w0 = Mz

}
.

Setting H(t) = tmin(q(t),7(w(t))) will do.
Proposition 6.4 in [7] follows after three changes. First, the function H(t) used by

Bramson should be replaced by the one identified above. Second, [7, equation (6.40)]
that depends on the definition of workload needs to be changed. In our case, W(t) =
Mq(t), and the condition equivalent to [7, equation (6.40)] follows directly from propo-
sition 6.3. Finally, [7, equation (6.41)] uses the norm of the mapping 7, which is de-
noted by B15. In our setting, we have that for z∗ = 7r(w), |z∗| � |w|‖7r‖, where
‖7r‖ = mink rmrk , mink rmrk → mink mk as r → ∞, and mk = 1/µk is the limiting
mean service time for each class k. Plugging in for B15 and using the continuity of 7
we complete the proof of proposition 6.4. (Note in passing that the linearity of 7 is not
needed, and continuity is sufficient.)

Corollary 6.2 of [7] follows from [7, propositions 5.2, 6.1–6.4], and lemmas 6.2,
6.3 and proposition 6.5 of [7] do not require any specific policy assumptions. All these
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results still apply in our setting. The proof of theorem 4 in [7] follows as a consequence
of [7, proposition 6.5] and [7, corollary 5.1]. This also completes the proof of our propo-
sition. �

Lemma 1. T r,∗(t)⇒ R−1λt = αt for t � 0.

Proof. {T r,∗} is uniformly Lipschitz and thus also a relatively compact family. Hence,
there exists a subsequence {rn} with rn → ∞ such that T rn,∗ ⇒ T ∗, where T ∗ is some
limit process. We consider a “double fluid scaling” and analyze the limits of

q̃rn = Qrn

rn
and ũrn = I rn

rn
.

From the renewal theorem we have that

1

rn
Ern(t) ⇒ λt,

1

rn
Srn
(
T rn,∗(t)

) ⇒ D−1T ∗(t), and

1

rn
�
(
Srn
(
T rn,∗(t)

)) ⇒ P TD−1T ∗(t).

From proposition 3 we have that

q̃(t) = 0 + λt − RT ∗(t), T ∗(0) = 0 and q̃(·) = <min(· ; 0,7(w0)
)
.

For q̃(0) = 0, we have that w0 = 0, 7(w0) = 0, and thus q̃(t) = 0 for all t � 0. It
follows that T ∗(t) = R−1λt for all t � 0. �

Proof of proposition 5. This is a direct application of Williams’ invariance principle [45,
theorem 4.1]. To apply that result we need to rewrite the system equations in the form

Wr,∗(t) = Wr(0)+Er,∗(t)+ Ur,∗(t), (A.6)

Ur,∗(t) = Ũ r,∗(t)+ γ r,∗(t) and for some constant δr,∗ � 0, for all servers i, (A.7)

(a) Ũ r,∗(0) = 0 and Ũ r,∗ is nondecreasing, (A.8)

(b)
∫ ∞

0
1{Wr,∗

i (s)>δr,∗} dŨ r,∗
i (s) = 0, (A.9)

and γ r,∗, δr,∗ → 0 in probability as r → ∞. The interpretation of these conditions
is that the triple (Wr,Ur,Er) “almost” satisfies the limiting equations of the optimally
controlled Brownian model, and asymptotically all error terms become negligible.

Using lemma 1, the probabilistic assumptions for the arrival and service time
processes and using a random time change argument we get that Er,∗(t) ⇒ ξ(t), where
ξ is the S-dimensional Brownian motion of section 2.2; see, for example, [46, theo-
rem 7.1]. Decompose the scaled idleness process in the form

U
r,∗
i (t) =

∫ t

0
1{Wr,∗

i (s)>δr,∗} dUr,∗
i (s)+

∫ t

0
1{Wr,∗

i (s)�δr,∗} dUr,∗
i (s),



CONTINUOUS-REVIEW POLICIES FOR STOCHASTIC NETWORKS 71

and set δr,∗ = (ηr/
√
r)→ 0, as r → ∞. The first term accounts for all idleness incurred

while the workload processWr
i > δr,∗ and the second term accounts for idleness incurred

when Wr
i � δr,∗. In the above expression, we set the first term equal to γ r,∗(t) and the

second to Ũ r,∗(t). Hence, (A.9) is satisfied. It remains to show that in the heavy traffic
limit, γ r,∗(t)→ 0 in probability.

If at time t, wi = (Mq)i � ηi , then we argue that (Cv(q))i = 1; that is, the
server will not idle intentionally. Recall that w†

i = wi − (1 − ρi)l, (Mz
∗)i = w

†
i ,

and (Mz(q))i = w
†
i . By construction of the minimum time trajectory <min, we have

that <min(l; q, z(q)) = z(q). Hence, at time l along this trajectory, the total work-
load for server i will be given by (Mz(q))i = w

†
i . Using (26) we see that with mini-

mum time control the server cannot incur any idleness up to time l, or equivalently, that
(Cv(q))i = 1. In this case, the server i can only idle if for some k ∈ Ci , vk(q) > 0, but
qk = 0. From proposition 2, P(Qr,∗(t) � e) � c/r2 → 0, as r → ∞. Hence,

Eγ r,∗(t) � κr lr + t
t

r2
→ 0,

which implies that γ r,∗ → 0, in probability.
Applying Williams’ invariance principle [45, theorem 4.1, proposition 4.2], using

the continuity of 7, the state space collapse condition established in proposition 4, and
the fact that the reflection matrix, which is just the identity matrix, is completely-S and
of the form I +Q for some matrix Q, we complete the proof. �

Proof of theorem 1. The proof is divided in two parts. First, the LHS inequality is es-
tablished by considering any converging subsequence that achieves the “lim” in the
“lim inf” and invoke the pathwise optimality of the optimal Brownian control. We follow
Bell and Williams [4, section 9, theorem 5.3].

Consider any sequence of policies T = {T r}, one for each set of parameter values,
and denote by J (T r) the corresponding cost achieved under this policy. The first part
of the proof will establish that lim infr→∞ J r(T r) � J (T ) � J ∗. We only consider
sequences {T r} for which J (T ) <∞, otherwise our claim trivially follows. It is easy to
characterize the set of such sequences that need to be considered. Imitating the approach
of [4, lemma 9.3], we get that it must be that as r → ∞, T r(t) ⇒ αt , for all t � 0.
We argue by contradiction. Consider any subsequence {T r ′ } along which the “lim inf”
in J (T ) is achieved. By the FCLT for the arrival and service time processes we have
that r ′−1/2

χr
′
(t)⇒ X(t), where X(t) is the K-dimensional Brownian motion described

in section 2. Suppose that T r
′
(t) �⇒ αt . Specifically, assume that at time t = t∗,

limr ′ T
r ′(t∗) �⇒ αt∗. This implies that limr ′ r

′−1/2
Rr

′
δr

′
(t∗) = limr ′ r

′−1/2
Rr

′
(αr t∗ −

T r
′
(t∗))→ ∞, and therefore that

Zr
′
(t∗) = zr

′ + r ′−1/2
χr

′
(t∗)+ r ′−1/2

Rr
′
δr

′
(t∗)→ ∞, as r ′ → ∞,

which contradicts the finiteness of J (T ). Hence, it must be that T r
′
(t) ⇒ αt , for all

t � 0.
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We proceed by observing that

Wr(t)=Wr(0)+Er(t)+ Ur(t)

�Wr(0)+Er(t)+
[
− inf

0�s�t
Wr(0)+Er(s)

]+
� φ

(
Wr(0)+ Er(t)

)
.

This minimality and continuity of the mapping φ are well known (see [18, section 2.2]).
Given that T r(t)⇒ αt , and the fact that this limit is deterministic we get that(

T r
′
(·),Er ′(·))⇒ (

α·, ξ(·)).
Invoking the Skorokhod representation theorem, we may choose an equivalent distri-
butional representation (using the same symbols) such that all processes together with
their limits are defined on the same probability space and weak convergence is replaced
by almost sure u.o.c. convergence of the corresponding sample paths. In this case, for
any sequence T such that J(T ) < ∞ consider any subsequence {T r ′ } along which the
“liminf” is achieved. By Fatou’s lemma we have that

J(T ) = lim
r ′→∞

J r
′(
T r

′) � E

(∫ t

0
e−γ t lim inf

r ′→∞

∑
k

ckZ
r ′
k (t) dt

)
.

Fix any sample path ω for which the above a.s. convergence holds and pick any subse-
quence {T r ′′ } that achieves the “lim inf” in the RHS of the above equation. Then,

lim
r ′′→∞

Wr ′′(t, ω) � φ
(
w0 + ξ(t, ω)

) = W ∗(t, ω),

which implies that limr ′′→∞ Zr
′′
(t, ω) � 7(W ∗(t)) = Z∗(t, ω) and J (T ) � J ∗.

Second, we want to establish the RHS of (30). This is done in two steps. First,
we show that {Zr,∗} is uniformly integrable (UI) (as in [28, section 7] or [4, section 9]),
and then pass to the limit and take expectations for the limit processes. Given that
Wr = rMrZr , it suffices to show that for any fixed t , the family {sup0�s�t W

r,∗(s)}
is UI.

Given (A.6)–(A.9) we can apply Williams’ oscillation inequality [45, theorem 5.1],
that bounds the variation of the workload process in terms of the variation of Er , γ r

and δr , to get that

sup
0�s�t

∣∣Wr,∗(s)
∣∣ �

∣∣Wr(0)
∣∣+ (S + 1) sup

0�s�t

∣∣Er,∗(s)∣∣+ (S + 1)
(
γ r,∗(t)+ δr,∗); (A.10)

this is identical to [46, equation (39)]. The constant (S + 1) that appears in this ex-
pression, comes out of Williams’s work. The appropriate value depends only on the
reflection matrix. In our case, this is the identity matrix, and the constant is equal to the
number of servers in the system plus one.

We need to establish that {Er,∗} and {γ r,∗} are UI. Under the probabilistic assump-
tions regarding the arrival and service time processes it is easy to show that Er,∗(t) is
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UI; e.g., following the proofs in [28, theorem 7] or [4, theorem 5.3]. Mimicking the
derivation in proposition 5, we get that

E
(
γ r,∗(t)

)2 � rt2
t

r2

which in turn implies that {γ r,∗} is also UI. (The structure of our policy is used in prov-
ing that γ r,∗ is UI, which corresponds to establishing the UI property for the idleness
process.)

Hence, {sup0�s�t Z
r,∗(s)} is a UI family. Passing to the limit we get that

lim
r→∞ E

(∫ ∞

0
e−γ t

∑
k

ckZ
r,∗(t) dt

)
=E

(∫ ∞

0
e−γ t lim

r→∞
∑
k

ckZ
r,∗(t) dt

)
=E

(∫ ∞

0
e−γ t

∑
k

ckZ
∗(t) dt

)
= J ∗,

where the first equality follows from UI property, the second from the diffusion limit de-
rived in proposition 5, and the optimality from the properties of Z∗ given in section 3. �

Proof of theorem 2. The proof is identical to that of theorem 1, subject to two changes.
The first is in establishing condition (d) in proposition 3. This will follow from the
arguments of [34, theorem 5.1]. The second is in identifying the function H(t) needed
in proposition 4. For the problem in (32), one can easily show that the terminal value
of minimum cost will be achieved in finite time. The analysis of [34, proposition 6.1]
can be modified to produce a bound on that time-to-target that can be used in place
of H(t). �

Appendix B. Large deviations bounds of proposition 2

We provide an outline of the proof of this proposition as most of the details can be found
in the book of Shwartz and Weiss [42, section 6.1]. We start with an intuitive sketch of
the argument, and then provide a more detailed roadmap, giving appropriate references
from [42, section 6.1].

To adhere to the notation used in [42], rather than using our scaling where λr → ∞
and time stays unscaled, we will stretch out all random variables such that the new arrival
and service rates will be λ̂r = λr/r and µ̂r = µr/r but time will be stretched out by a
factor r. The two setups are identical. Specifically, denoting the queue length process
for that augmented system by Q̂r(·), and setting θ̂ r = cθ log(r) and the planning horizon
l̂r = clθ

r2, we have that for any ε > 0,

P
(

inf
ε�s�t

Qr,∗(s) � e
)
= P

(
inf

rε�s�rt
Q̂r,∗(s) � e

)
, (B.1)

and hence it is sufficient to get a bound for the RHS probability.
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Elementary large deviations results, like the ones in (28), bound the probability of
observing large fluctuations away from expected behavior of a sample (or time) average,
where the size of this fluctuation is proportional to the sample size (or observation pe-
riod). On the other hand, the bound in (B.1) is concerned with the probability of seeing
fluctuations of order θ̂ r over long observation periods of length r � θ̂ r . Its proof will
follow a standard procedure for results of that short. First, one bounds the probability
that a queue length gets depleted over a period of length θ̂ r , for which a simple large
deviations argument will suffice. Then, many such intervals, rt/θ̂ r � N to be precise,
are pieced together to make up the longer period of length r. The relevant question now
is how many such intervals will it take until one of the queue lengths does get depleted.
This step follows a standard Friedlin–Wentzell calculation of an exit time from some
domain of interest, which here is the region {q: q � e}; this part will follow [42, sec-
tion 6.1]. Finally, we need to take care of the initial condition, and specifically, allowing
for the system to start empty, we need to bound the time it takes to reach close to θ̂ r . Us-
ing the first two steps one can then infer that once the system has built up enough safety
stock for each queue, this will never get depleted again; this will take care of problems
that arise due to boundary behavior.

The first and third steps are summarized in the following lemmas; their proofs are
given at the end of the appendix.

Lemma 2. For r sufficiently large,

P

(
inf

0�s�θr /r
Qr(s) � e | Qr(0) � θr

2

)
� ae−c0.5θ

r

, (B.2)

for some constants a, c0.5 > 0.

Lemma 3. Let τ 0→0.5θr = inf{t : Qr(t) � θr/2; Qr(0) < θr/2}. For r sufficiently
large and for some appropriate (finite) constant κr ,

P
(
τ 0→0.5θr > κr lr

)
� t

2r2
. (B.3)

The second part of the proof follows [42, section 6.1] and will not be reproduced
here. We will only trace the steps of the proof and provide appropriate pointers to the
results in [42, section 6.1]. First, we note that within each of the N subintervals system
behavior can be analyzed using lemma 2. Let τ 0.5θr→0 = inf{t : Qr(t) � e; Qr(0) �
θr/2} be the first time until some queue length gets depleted. From (B.2) one would
expect that within each subinterval (a) it is very unlikely that some queue length does
get depleted, and (b) it is very likely that the queue length process will be above δθr , for
some 0 < δ < 1/2. Indeed the derivation of lemma 2 will also give us that

P
(
Qr
(
θr/r

)
� δθr | Qr(0) � δθr

)
� 1 − ae−c

′
δ θ
r

, (B.4)
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for some constant c′δ > 0; this is [42, lemma 6.32]. Similarly, a simple modification of
lemma 2 yields the following bound

P

(
inf

iθr /r�s�(i+1)θr/r
Qr(s) � e | Qr

(
iθ r

r

)
� δθr

)
� ae−cδθ

r

, (B.5)

where 0 < cδ < c0.5; this is the result in [42, example 6.34]. Thus, consecutive sub-
intervals would amount to roughly independent attempts for some of the queue lengths
to empty. Intuitively speaking, the queue length process will not drain slowly until it
empties some buffer, but it will do so in a sudden excursion away from its mean field
behavior. Therefore, one would expect that Eτ 0.5θr→0 ≈ ecδθ

r

/a, or equivalently, that
it will take ecδθ

r
/aθr subintervals of length θr until the first exit time from our domain

of interest, τ θ
r→0. The bound of interest is obtained by calculating the probability of a

successful excursion outside {q: q � e} in N independent attempts that is given by

P
(
τ 0.5θr→0 < rt

) ≈ Nae−cδθ
r � ate−cδθ

r+log(r). (B.6)

Set ε = κr lr in (B.1) and fix δ ∈ (0, 1/2). Choosing the constant cθ in (20) such that
cθ > 3/cδ , would give us (B.1). Combining with (B.3) we would get (A.1) and complete
the proof of the proposition. The actual proof of this result follows the first part of the
proof of theorem 6.17 in [42] and uses the results of [42, exercises 6.41 and 6.42] and
the bounds in (B.4) and (B.5). To avoid duplication of a long treatment, the reader is
referred to their text for the detailed argument.

Proof of lemma 2. We consider directly the rescaled process Q̂r(·), and assuming that
Q̂r(0) � θr/2, we want to analyze the system behavior over period of length θr ; recall
that this corresponds to θr/r time units for the Qr process. In the sequel we treat r as
fixed.

Our approach studies an “augmented” network with arrival rates λ̃ = λ̂r and ser-
vice rates µ̃ = µ̂r , and considers the tracking policy defined in section 4 for θ̃ = |λ| and
l̃ = cl θ̃

2. The queue length and cumulative allocation processes of such a system will
be denoted by X̃(·) and T̃ (·). We will then consider fluid scaled processes according to

X̃n(t) = X̃n(nt)/n and T̃ n(t) = T̃ (nt)/n, and an initial condition X̃n(0) = 1
2 e. It is

easy to see that (Q̂r , T̂ r ) is equal to (X̃n, T̃ n) for n = θr .
It is sufficient to show that for some positive constants a, c0.5 > 0,

P
(

inf
0�s�1

X̃n(s) � e
)

� ae−c0.5n.

The result in (B.2) will then follow by setting n = θr .
Abusing earlier notation, we will denote the cumulative arrival and service time

processes by Ẽ and Ṽ , and let Ẽn(t) = Ẽ(nt)/n and Ṽ n(t) = Ṽ (nt)/n – these processes

have rates λ̃ and µ̃, respectively. Finally, S̃n(T̃ (t)) = S̃(T̃ (nt))/n.
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The equations of dynamics are given by

X̃n(t) = X̃n(0)+ Ẽn(t)− S̃n
(
T̃ (t)

)+ K∑
k=1

�̃k,n
(
Sn
(
T̃ (t)

))
. (B.7)

From (28) we have that

P

(
sup

0�s�1

∣∣Ẽn(s)− λ̃s
∣∣ > ε

6

)
� cae

−fa(ε/6)n, (B.8)

where f ra (ε/6) = mink f r,ka (ε/6K) is the exponent when the arrival rates are λr in the

original system. For S̃n(T̃ (t)) we have that

P

(
sup

0�s�1

∣∣S̃nk(T̃ (s)) − µ̃kT̃
n
k (s)

∣∣ > ε

6K

)
= P

(
sup

0�s�1
S̃nk
(
T̃ (s)

)
< µ̃kT̃

n
k(s)−

ε

6K

)
+ P

(
sup

0�s�1
S̃nk
(
T̃ (s)

)
> µ̃kT̃

n
k(s)+

ε

6K

)
= P

(
sup

0�s�1

1

n
Ṽ n
k

(
µ̃kT̃k(ns)− nε

6K

)
> T̃ nk(t)

)
+P

(
sup

0�s�1

1

n
Ṽ n
k

(
µ̃kT̃k(ns)+ nε

6K

)
< T̃ nk(t)

)
= P

(
sup

0�s�1

1

n
Ṽ n
k

(
µ̃kT̃k(ns)− nε

6K

)
−
(
T̃ nk (t)−

m̂rkε

6K

)
>
m̂rkε

3K

)
+P

(
sup

0�s�1

1

n
Ṽ n
k

(
µ̃kT̃k(ns)+ nε

6K

)
−
(
T̃ nk (t)+

m̂rkε

6K

)
< −m̂

r
kε

6K

)
� 2e−f

k,r
s (m̂rkε/6KTs)n,

where the last bound follows from (28) and Ts = maxk µ̃k + 1/6K. Summing over all
k, for f rs (ε/3) = mink f r,ks (m̂rkε/6KTs) and some constant cs > 0,

P

(
sup

0�s�1

∣∣S̃n(T̃ (s)) −D−1T̃ n(s)
∣∣ > ε

6

)
� cse

−fs(ε/6)n. (B.9)

A similar argument will establish that

P

(
sup

0�s�1

∣∣∣∣∣
K∑
k=1

�̃k,n
(
Sn
(
T̃ (s)

))− P TD−1T
r
(s)

∣∣∣∣∣ > ε

6

)
� cre

−fr (ε/6)r, (B.10)

where cr > 0 is some appropriate constant and fr(ε/6) is again obtained as the minimum
over all exponents f klr (aklε/6KTr), where akl and Tr depend on the vector m and the
routing matrix P .
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Summing (B.8)–(B.10) and for some constant c > 0 and r sufficiently large
(r � r∗),

P

(
sup

0�s�1

∣∣X̃n(s)− X̃n(0)+ λ̃s−RT̃ n(s)∣∣ > ε

2

)
� ae−min{fa(ε/6),fs(ε/6),fr(ε/6)}n. (B.11)

It remains to analyze X̃n(0) + λ̃s − RT̃ n(s). We do this by comparing it to its

fluid limit obtained as n → ∞. By [13, theorem 4.1] we know that (X̃n(t), T̃ n(t)) →
(X̃(t), T̃ (t)) u.o.c. Therefore, for any ε′ > 0 there exists a large enough N(ε′) such that

for n > N(ε′) and for all t � 0, |T̃ n(t)− T̃ (t)| < ε′. Then we have that

sup
0�s�1

∣∣(X̃n(0)+ λ̃s − RT̃ n(s)
) − (

X̃(0)+ λ̃s − RT̃ (s)
)∣∣ < max

k
µ̃kε

′. (B.12)

It is easy to see that X̃(0) = 1
2 e. Condition (25) implies that q + (λ −

Rv(q))tmin(q, z(q)) � θ , and tmin(q, z(q)) � 2l̃; the last assertion follows from the
definition of l and (24). Translating this inequality to the variables considered here we

get that X̃n(t) + (λ̃ − Rv(X̃n(t)))2l̃n � e. Note that
˙̃
T
n

k(t) = vk(X̃
n(t)) for all k such

that X̃n
k(t) > 0, and

˙̃
T k(t) = 0, otherwise. It follows that X̃n(t)+ (λ̃− R

˙̃
T
n

(t))2l̃n � e.
Passing to the limit and using standard fluid limiting arguments (see [13, sections

4, 5]) we get that X̃k(t) ⇒ (λ̃ − R
˙̃
T (t))k � 0, for all t � 0. Given that X̃(0) =

1
2 e, this implies that X̃(t) � 1

2 e for all t � 0. Set ε′ = ε/(2 maxk µ̃k). From (B.12),

X̃n(0) + λ̃t − RT̃ n(t) � (1/2 − ε/2)e. Pick any ε < 1/2 and set c0.5 = f (ε) =
min{fa(ε/6), fs(ε/6), fr(ε/6)}. Now, (B.2) follows from (B.11). �

Proof of lemma 3. The proof follows along the lines of lemma 2. Consider the scenario
where class k starts empty (this is the worse case scenario for each individual class). At
time t = 0, the tracking policy of section 4 guarantees a nominal drift for class k jobs
given by

∀k: Qr
k = 0 ⇒ (

λr − Rv
(
Qr
))
k

� θr

tmin(Qr, z(Qr))
.

That is, under this instantaneous allocation the content of the class k buffer will be
above θr within tmin(Qr, z(Qr)) time units. By construction of the target state z(Qr) it
follows that tmin(Qr, z(Qr)) � lr+tmin(0, θ r) � ar lr , where the constant ar depends on
λr and µr and can be computed through (16). This drift decreases as Qr

k approaches θr ,
however,

∀k: Qr
k � δθr ⇒ (

λr − Rv
(
Qr
))
k

� θr

2tmin(Qr, z(Qr))
� δθr

ar lr
. (B.13)

This yields the following bound:

Eτ 0→0.5θr � ar lr . (B.14)
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Proceeding as in lemma 2 and using (B.13) to lower bound the cumulative allocation
process up to time τ 0→0.5θr , and the bound in (B.14) we get that

P
(
τ 0→0.5θr > κr lr

)
� t

r2
,

where κr > ar is an appropriate constant that depends on the large deviations exponents
for the arrival and service time random variables with rates λr and µr , respectively.
(One can think of κr as the appropriate multiple of ar that will give the correct constant
in the RHS of the large deviations bound.) This is a finite constant for each r, and thus
κr lr → 0 as r → ∞. �
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